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Abstract: The Fire Dynamics Simulator (FDS) is a widely used software package for engineering
and research applications, designed to simulate diverse fire scenarios. With advancements in high-
performance computing, the focus is shifting towards making fire models more predictive rather
than prescriptive. Currently, FDS employs an infinitely fast one- or two-step reaction mechanism
to simulate fire. Ignition and extinction are modeled heuristically, and critical species such as soot
and carbon monoxide (CO) are predicted using prescribed yields (e.g., kilograms of soot or CO
per kilogram of fuel consumed). To enhance its predictive capability, detailed chemistry has been
implemented in FDS using the Sundials CVODE ordinary differential equation (ODE) solver. This
approach provides accurate source terms for the heat release rate (HRR), eliminating the need for
separate ignition and extinction models. Moreover, CO concentrations can be directly obtained from
the reaction mechanism, while precursor species like acetylene (CoHj), predicted by the mechanism,
can serve as inputs for soot modeling. To accelerate these calculations, an analytical Jacobian formu-
lation is employed. The chemistry implementation is validated against Cantera software package for
constant volume ignition delay problems. To address the computational cost of detailed chemistry,
two load-balancing strategies are implemented and compared. The first, All-to-All Communication,
where all Message Passing Interface (MPI) processes communicate with every other MPI process
ensuring an even distribution of chemically active computational cells and chemistry stiffness across
all MPI processes. The second strategy, Minimal Communication, reduces communication costs by
limiting MPI interactions. While this approach evenly distributes the number of chemically active
cells, it results in an uneven distribution of chemistry stiffness among MPI processes. These strate-
gies are evaluated using two slot burner experiments, one 50 cm by 5cm and the other 25 mm by
8 mm, involving 84 and 3600 MPI processes, respectively. Results demonstrate that the All-to-All
Communication strategy outperforms Minimal Communication, as the cost of communication is
relatively insignificant compared to the computational cost of detailed chemistry calculations.
Keywords: Fire modeling, FDS, Detailed chemistry, Chemistry load balancing

1. Introduction

Fire modeling is a very important aspect of fire protection engineering. In that regard, the Fire
Dynamics Simulator (FDS) software is a widely used engineering and research tool. With ad-
vancements in high-performance computing, the goal is to make computer fire models more pre-
dictive rather than prescriptive. Currently, FDS employs an infinitely fast one- or two-step reaction
mechanism to simulate fire [1]]. Ignition and extinction are modeled heuristically, with ignition
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based on a single temperature parameter and extinction represented through simple thermal mod-
els using critical flame temperatures. Moreover, key species such as soot, crucial for calculating
accurate radiative heat transfer, and carbon monoxide (CO) are modeled using prescribed yields
(e.g., kilograms of soot or CO per kilogram of fuel). While these strategies have been effective
in calibrating FDS across various fire scenarios, challenges remain, such as matching extinction
behavior in large-scale experiments or capturing reignition events in backdraft scenarios.

The first step towards making FDS more predictive is incorporating detailed chemistry using
skeletal or comprehensive mechanisms consisting of approximately 10 to 50 species and 50 to
500 reactions. Detailed chemistry provides accurate source terms for heat release rate (HRR),
eliminating the need for separate ignition and extinction models. Additionally, CO concentrations
can be directly obtained from the reaction mechanism, while precursor species such as acetylene
(CyH,) predicted by the mechanism can serve as inputs for soot modeling. Eventually, integrating
a physics-based soot model will further enhance the accuracy of radiative heat flux predictions,
improving overall fidelity of FDS simulations.

In general, detailed fuel chemistry is typically represented a set of approximately 10 to 1000
species and 50 to 10000 reactions, validated to capture combustion characteristics like ignition
delay and laminar flame speed. In computational fluid dynamics (CFD) codes, the influence of
chemistry is accounted for through the source term in the species and energy transport equations
using an operator-splitting strategy. The chemistry source term can be obtained either by a pretab-
ulated library or using a neural network model, or by directly solving the ordinary differential
equations (ODE) of the Arrhenius reaction kinetics. In this work, the focus is on solving chemistry
directly in CFD simulations, typically using a stiff ODE solver.

Direct chemistry calculations are computationally expensive due to the stiffness of the ODE
system. To accelerate these calculations, several strategies have been proposed in the literature.
These include runtime mechanism reduction techniques like directed-relation-graph-based dy-
namic adaptive chemistry (DRG/DAC) [2, 3]]; storage-retrieval (tabulation) approaches, such as
in situ adaptive tabulation (ISAT) [4]]; and clustering strategies, which group computational cells
with similar compositions, such as chemistry coordinate mapping (CCM) [5]. These methods rely
on some form of approximations to expedite chemistry term calculations. Alternatively, several
approximation-free approaches for chemistry acceleration, such as load balancing [6] and GPU-
based computation [7, 8|, have also been explored. Combinations of any of these approaches can
also work to accelerate chemistry calculations. In this work, the focus is specifically on accelerat-
ing chemistry calculations through load balancing.

2. Numerical Methods

2.1 Chemistry Implementation

A chemical mechanism represents different chemical pathways using multiple species and reac-
tions. Such a mechanism can be represented as:

Ivs , IVS "
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Here, X represents the chemical symbol of the jth species (i.e. CHg,H;,0;); V}i and v;-/i are the
forward and reverse stoichiometric coefficients of the jth species in the ith reaction; Ny and N; are
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the total number of species and total number of reactions, respectively.
The rate of change of the molar concentration, expressed in kmol /(m? - s), for each species can
be represented using the following system of ordinary differential equations (ODEs):

ddc" = oy = Z bi Vi 1 )
t

The right-hand side of the above equation represents contributions from each reaction to the jth
species. Here, Cy is the molar concentration (kmol/m?) of the kth species; b; is the reaction rate
modification coefficient of the ith reaction due to third-body effects, pressure, temperature, and
reaction types; Vi; = V/:i - v,;i; and r; is the reaction progress rate of the ith reaction.
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Here, ki, is the forward reaction rate coefficient, typically expressed in Arrhenius form as k¢; =

E4
Ag;T"iexp (— ®F > where Ag; is the pre-exponential factor, ng; is the temperature exponent, E4 ;

is the activation energy, and R is the universal gas constant. The reverse reaction rate coefficient,
kr i, can be determined from the equilibrium constant. The reaction rate modification coefficient,
b;, varies depending on the type of reaction, i.e., whether elementary, or third-body or fall-off
reactions. For more details please refer to [|1, 9].

To solve the reactive system, we assume a constant pressure reactor. For that, the concentration
ODE:s in the form of Eq. (2) need to be solved along with a ODE of temperature given by [10]:
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Here, p is the density (kg/ m3), cp is the specific heat of the mixture (J/kg/K), A is the absolute en-
thalpy that includes enthalpy of formation (J/kg), W; is the molecular weight (kg/kmol) of species
J. and @ is the species production rate given by Eq. (2).

In this work, for each computational cell, the stiff ODE system (Eqs. [2]and [) is solved using
the CVODE solver from Sundials [11]], which employs the Backward Differentiation Formulas
(BDF) method [12]]. CVODE dynamically adjusts substep size and discretization order (1 to 5)
during each gas phase CFD timestep, starting with small substeps and low order before increas-
ing both as the solution progresses. In FDS, an analytical Jacobian formulation is implemented
and supplied to CVODE during the computational time step. Analytical Jacobian implementa-
tion significantly improves stability (allows larger CFD timestep) and provides notable speedups
compared to CVODE’s numerical Jacobian approximation.

2.2 Chemistry Load Balancing Implementation

Fire simulations involve solving multiple physics, often by dividing the computational domain into
subdomains assigned to physical computer processor cores. These subdomains communicate using
the Message Passing Interface (MPI) protocol. Each subdomain is managed by an MPI process.
In many fire scenarios, combustion is confined to a smaller region within the domain, involving a



Colloquium or Thematic Topic: Fire Research

7
T(K)
= 1400
. 1200
1000
800
- 600
400

Figure 1: A hypothetical 2D fire simulation domain, which are divided into 9 subdomains.

subset of MPI processes while others remain idle. For instance, in the hypothetical 2D scenario
in Fig. [I] most chemically active cells (where temperature exceeds 400 K) are concentrated in
processes 2, 5, and 8, while others remain idle. Given that chemistry calculations can be sub-
stantially more expensive than the rest of the physics being simulated, this imbalance necessitates
redistributing the chemistry workload to reduce overall computational time.

Before solving transport equations, the chemistry ODEs for each cell are independently solved
to compute source terms for species and energy transport. This operator-splitting approach allows
chemistry computations to be performed in a trivially parallel manner. The workflow involves re-
distributing state variables (pressure, temperature, and species mass fractions) from heavily loaded
MPI processes to others following a load balancing strategy, then performing parallel chemistry
calculations, and gathering results back. In this work, two load-balancing strategies were devel-
oped which are discussed next.
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Figure 2: A schematic depiction of All-to-All communication strategy to load balance chemistry.

All-to-All communication: In this strategy all MPI processes communicate with one another and
distribute chemically active cells across MPI processes to balance workloads, as shown in Fig. 2]
For example, if MPI processes 2, 5, and 8 contain 10, 7, and 9 active cells respectively, the cells
are cyclically assigned to all MPI processes. Process 2 starts by assigning its cells to processes 1
through 9, cycling back after reaching the last process. Process 5 begins assigning its first cell to
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the next MPI process where MPI process 2 concluded its assignments (i.e., MPI process 1)., and
process 8 continues assigning similarly. In this arrangement, MPI processes 2, 5, and 8 each have
8, 6, and 8 MPI communications (excluding self-assignments), respectively, resulting in a total of
22 process to process communication. This approach achieves an even distribution of chemically
active cells and their associated stiffness across all MPI processes.
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Figure 3: A schematic depiction of Minimum communication strategy to load balance chemistry.

Minimum communication: This strategy aims to minimize MPI communication costs, as illus-
trated in Fig. [3] First, MPI processes are sorted by the number of active cells. Then a target
chemically active cell count is calculated for even distribution. For instance, each process handles
3 cells, except process 9, which handles 2. Based on target numbers while assigning the active
cells, MPI process 2, at the top of the sorted list, retains 3 of its active cells and distributes the
remaining 7 to other processes starting from the end of the sorted list. It starts by assigning 2 cells
to MPI process 9 (reaching its limit of 2 cells), 3 cells to MPI process 7, and the last 2 cells to
MPI process 6. Similarly, process 8 keeps 3 cells and assigns 6 to processes 6, 4, and 3. Simi-
larly, process 5 retains 3 cells and distributes 4 to processes 3 and 1. This method requires only 8
communications (as shown in the rightmost plot of Fig. [3)), significantly fewer than the 22 in the
All-to-All approach. However, it does not evenly distribute stiffness. For instance, processes 2, 8,
5, 1, 4, and 7 handle cells of the same stiffness level (represented by the same color). If chem-
istry states of any of these colors exhibit high stiffness, the corresponding MPI processes will take
longer to complete computations, leaving other processes idle and waiting.

3. Results and Discussion

3.1 Verification of Detailed Chemistry Implementation

To verify the implementation of detailed chemistry, constant volume ignition delay cases were
compared with results from Cantera [13], a widely used open-source software suite for modeling
chemical systems, which serves as a benchmark for verification. Figures [d{(a) and (b) present the
comparison of temperature and OH mass fraction profiles at different equivalence ratios for an
initial mixture temperature of 1200 K. Figure d(c) shows the comparison of ignition delay times at
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Figure 4: Comparison of a) temperature and b) OH mass fraction at different equivalent ratios for a
constant volume ignition delay problem with initial mixture temperature of 1200 K. ¢) Comparison
of ignition delay time at different equivalence ratios and initial temperatures.

various equivalence ratios and initial temperatures between Cantera and FDS. For all simulations,
the GRI-3 detailed chemistry mechanism was used, with methane (CHy4) as the fuel and air
(79 % N3, 21 % O,) as the oxidizer. The plots demonstrate excellent agreement between FDS and

Cantera. Similar results were observed with other detailed mechanisms and different fuels (not
shown here).
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Figure 5: (a) A time snapshot of the UMD line burner : The fuel port (red plane at the bottom)
is 5 cm wide and 50 cm long, centered within an oxidizer port (blue plane at the bottom) measuring
50 cm by 75 cm. Fuel (methane) and oxidizer (air — 78.25 % N, 20.76 % O, 0.95 % H;,0, 0.04 %
CO,) flow rates are 1 g/s and 75 g/s, respectively. (b) A time snapshot of the Smyth slot burner [16]:
The central fuel slot (at the bottom of the slice shown) is 8 mm wide and 25 mm long, flanked by
two 16 mm wide oxidizer slots with 1 mm separations. The gray lines represents flame stabilizing
screens. Only half the domain is modeled. Fuel (methane) and oxidizer (air) cold flow velocities
are 11 cm/s and 24 cm/s, respectively.
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3.2 Results of Load Balancing

Two test cases were used to evaluate the load balancing algorithm, as summarized in Table [I]
The computational domains of both the University of Maryland (UMD) line burner and the
Smyth slot burner are illustrated in Fig.[5] The UMD line burner have a relatively coarse mesh
(approximately 6 mm), which may not capture all turbulence scales, whereas the Smyth slot burner
employs a finer mesh (approximately 1 mm) capable of resolving most turbulence scales.

Table 1: Load balancing test cases.

Parameter Case 1: UMD line burner []ﬁ[I Case 2: Smyth slot burner |]1_6[|
Total number of cells 1.632 million 54.43 million

Minimum resolution 6 mm I mm

Physical time simulated | 9 s 2s

CPU @ 2.00GHz

Fuel and chemical | Methane, 30 species and 184 | Methane, 20 species and 25 re-
mechanism reactions (reversible and irre- | versible reactions [IEI]
versible) [[17]
Number of MPI pro- | 84 3600
cesses
Hardware Intel(R) Xeon(R) Gold 6338 | Intel(R) Xeon(R) Platinum 8280

CPU @ 2.70GHz
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Figure 6: Chemistry and MPI communication times for the UMD line burner are shown for: a) No
load balancing, b) All-to-All communication, and ¢) Minimum communication. d) Time break-
down (chemistry, communication, and other tasks) for the MPI process with the highest chemistry
load.
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Figure 7: Chemistry and MPI communication times for the Smyth slot burner are shown for: a) No
load balancing, b) All-to-All communication, and ¢) Minimum communication. d) Time break-
down (chemistry, communication, and other tasks) for the MPI process with the highest chemistry
load.

Figures [6] and [7] present the chemistry calculation and MPI communication times over entire
simulation for the two cases. For the Smyth slot burner, MPI processes are sorted by chemistry
calculation time to reduce plot clutter. Figures [f[(a) and [7(a) demonstrate that, without load bal-
ancing, different processes spend varying amounts of time on chemistry calculations. As highly
loaded processes perform chemistry calculations, other MPI processes are left waiting in the com-
munication queue, increasing communication time before progressing to the next task.

Figures|[6(b) and[7[(b) show that the All-to-All load balancing algorithm more or less evenly dis-
tributes the chemistry workload across MPI processes. In contrast, Figures [6[c) and[7(c) illustrate
that the Minimum Communication load balancing algorithm, while better than no load balancing,
does not evenly balance the chemistry workload due to uneven distribution of stiff computational
cells. Consequently, MPI processes with lighter loads still wait for those with heavier loads to
complete chemistry calculations.

Figures[6(d) and[7(d) depict the breakdown of time spent on chemistry calculations, MPI com-
munication, and other tasks for the MPI process with the highest chemistry computation time. For
the UMD line burner, the speedups in chemistry calculations (compared to no load balancing) are
4.8 times for All-to-All and 2.2 times for the Minimum Communication algorithm. For the Smyth
slot burner, the respective speedups are 4.4 times and 3 times. Additionally, a significant reduction
in communication time is observed for the UMD line burner case. When considering the total time
(chemistry calculations, MPI communication, and other tasks), the overall speedup for the UMD
line burner is 6.5 times for All-to-All and 2.9 times for Minimum Communication. For the Smyth
slot burner, the respective speedups are 2.1 times and 1.9 times.



Colloquium or Thematic Topic: Fire Research

In an ideal scenario where the chemistry workload is perfectly distributed across MPI pro-
cesses, the UMD line burner would require sum of all the chemistry hours in Fig. [6(a) divided
by total number of MPI process, that is 2708.5 h / 84 = 32.2 h per process. Here, The All-to-All
algorithm achieves 35.8 h as shown in Fig. [f[(d), which is very close to the ideal. Similarly, for the
Smyth slot burner, the ideal chemistry time would be 10800 h/3600 = 2.8 h, while the All-to-All
algorithm achieves 3.0 h, also very close to the ideal. Overall, the All-to-All communication strat-
egy proves to be more effective, as the cost of communication is relatively less important to the
chemistry computation time.

4. Conclusions

In this work, the FDS implementation of detailed chemistry using Sundials CVODE ODE solver is
presented. Due to the stiff nature of ODE systems, chemistry calculations can be computationally
expensive. To address this, two load-balancing strategies were developed. The first, an All-to-All
communication strategy, where all MPI processes communicate with every other MPI process and
ensures an even distribution of both the number of computational cells and chemistry stiffness
across all MPI processes. The second strategy, Minimal Communication, reduces communication
costs by minimizing MPI interactions. However, while it evenly distributes the number of com-
putational cells, it results in an uneven distribution of chemistry stiffness among MPI processes.
Evaluation of these strategies on two fire cases up to several thousand MPI processes indicates that
the All-to-All communication strategy outperforms Minimal Communication achieving speedup
close to the ideal load distribution.

Future work will focus on incorporating turbulent mixing within chemistry sub-steps to address
sub-grid scale effects in LES simulations with coarser grids. Additionally, a simple yet physics-
based soot model will be integrated to predict soot concentrations using precursors obtained from
the detailed chemical mechanism. Overall, these advancements are expected to improve models
for ignition, extinction, soot formation, and radiation on engineering-scale grids.
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