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Abstract
Homogeneity and stability analyses are broad topics that are essential across various
scientific fields in ensuring product reliability and validity. This paper reviews tradi-
tional methods for homogeneity and stability analyses, such as Analysis of Variance
(and extensions of Analysis of Variance applied to distance metrics) and trend anal-
ysis, and highlights their limitations when applied to high-dimensional, non-normal,
or temporal data. Using a novel Reference Material from the National Institute of
Standards and Technology, we illustrate the challenges and downfalls of applying con-
ventional methods in characterizations of homogeneity and argue for a more intuitive
and informative approach. We introduce an approach tailored for Reference Mate-
rials by examining the differences between any two samples, that can be used for
either homogeneity or stability studies, without relying on hypothesis testing. Our pro-
posed coefficient of disagreementmethod offers an alternative framework for assessing
homogeneity and stability. This approach aims to provide more interpretable evalu-
ations of sample variability and consistency, ultimately enhancing the robustness of
data analyses in complex research contexts.

Keywords Coefficient of disagreement · Homogeneity · Stability · Reference
material · Multi-omic analysis · Metagenomics

1 Introduction

Statistical homogeneity and stability analyses are essential for ensuring the reliability
and validity of data across diverse research fields. These analyses help verify that
observed patterns are genuine, rather than the byproduct of experimental or mea-
surement processes. However, for complex data, choosing the appropriate method for
assessing homogeneity and stability is challenging and depends on several factors,
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including the specific research question, the nature of the data, and how homogeneity
and stability are defined in the given context.

Homogeneity itself has several definitions in a statistical and scientific context, and
the goals of analysis can change drastically (for example, see [1–3]). In this paper, we
will discuss somemethods for homogeneity (and stability) analyses and propose a new
approach for assessing the level of homogeneity of a Reference Material (RM). RM is
a generic term, and has been defined by the Vocabulaire Internationale de Métrologie
(VIM) and the International Organization for Standardization (ISO) as a material that
is “sufficiently homogeneous and stable” and has been “established to be fit for its
intended use.” [4, 5]. It is clear from this definition that the methods for homogeneity
and stability assessment are crucial to the characterization of RMs.

Homogeneity analyses in general aim to determine the consistency and uniformity
of data, ensuring that observed variations are meaningful and not due to measurement
artifacts or errors. Stability analyses, on the other hand, extend homogeneity assess-
ments by evaluating whether the properties of a material remain consistent over time.
The choice of method for these analyses is not universal and varies significantly across
different fields (and even within a field), reflecting the unique characteristics of each
type of data and the specific goals of the research (see, for example, applications in [2,
6]). For example, in clinical trials, homogeneity is defined in terms of comparability
among treatment groups,which is crucial for accurately assessing treatment effects [7].
In material science and other areas where calibration and quality control are needed,
homogeneity and stability assessments confirm consistent material properties [4, 8].
In pharmaceutical research, these analyses attempt to characterize batch consistency
and product efficacy across subjects [9, 10]. Despite these differences, certain meth-
ods which utilize tests of hypothesis to come to determinations, such as Analysis of
Variance (ANOVA) for homogeneity or trend analyses for stability, appear to be the
methods of choice across various fields.

The selection of analytical techniques depends on how well the characteristics of
the data align with the chosen methods and the specific definitions of homogeneity
and stability being applied. There are several concepts of homogeneity that are com-
monly explored. For example, the analysis may attempt to answer whether each unit
of the population carries the same value for a set of specified properties [11]. Alter-
nately, it may examine the variability in the “true” values for a property of interest
across the population [12]. Clearly, not all commonly used methods are suitable for
every type of data or research question. For instance, complex datasets - those with
high dimensionality, non-normal distributions, or temporal components - may require
more specialized approaches to accurately assess homogeneity and stability. In such
cases, slight variations in data collection, preparation, or measurement protocols can
introduce significant bias, making it crucial to choose methods that account for these
complexities and provide meaningful, interpretable results.

While historically, homogeneity studies have used hypothesis testing to test for
statistically significant differences, the VIM [4] instead places emphasis on deciding
whether standard deviations are sufficiently small for intended use. There has been
discussion in the statistical community overall in recent years regarding when hypoth-
esis testing and p-values are appropriate (see, for example [13, 14]). However, the
VIM shies away from denouncing analyses relying on p-values, allowing for hypoth-

123



Journal of Statistical Theory and Practice            (2025) 19:79 Page 3 of 22    79 

esis testing to detect heterogeneity where appropriate. This requires a sufficient study
design and sample size, although what is “sufficient” depends on the situation. We
follow this general philosophy in our analysis approach - the most important informa-
tion for end users of the material being characterized is the range of variability in a
certain measurement or property that they can reasonably expect.

To illustrate these challenges and the need for tailored approaches, we use the
National Institute of Standards and Technology’s (NIST) Reference Material 8048
(RM8048): Whole Stool Gut Microbiome as a case study. RM8048 serves as a refer-
ence for studying microbiome composition in human stool samples, where ensuring
measurement consistency and stability is crucial. For RM8048, homogeneity and sta-
bility assessments are necessary to verify that microbiome composition measurements
remain consistent both within and between vials given a particular workflow and under
controlled experimental conditions. Given the dynamic nature ofmicrobiome data, sta-
bility analysis provides a temporal perspective that helps distinguish true biological
trends from temporal fluctuations [15].

We will consider a different question for the homogeneity and stability analyses: If
you chose two samples at random from the population, how different could the values
be (for properties of interest)? In other words - what is the level of disagreement among
pairs of samples? When deriving a method of analysis, it is important to consider the
end interpretation: for what are we assessing the level of disagreement?

The aim of this paper is to discuss some commonmethods for characterizing homo-
geneity and stability, assess their applicability to the specific context of metagenomic
data collected on RM8048, and propose alternative methods better suited to the data,
research questions, and end-user accessibility.

The paper is structured as follows: Section 2 provides background on the Reference
Material and example data. Section 3 reviews various methods for homogeneity and
stability analysis, discussing their limitations and applicability. Section 4 introduces
the proposed coefficient of disagreement approach, and Section 5 presents the final
discussion and conclusions.

2 Background

NIST Reference Materials are standardized substances with precisely measured prop-
erties used for calibration, quality control, and validation in various industries,
including healthcare, environmental monitoring, materials science, and manufac-
turing. Specifically, RM8048 is a Reference Material representing the Whole Gut
Microbiome (i.e., human stool) and comprises two parts derived from Omnivore and
Vegetarian donors. The contributions from donors in each of these two groups was
homogenized and separated into vials organized by box. The homogeneity and stabil-
ity of RM8048 were evaluated across various biomolecular measurements, including
metabolomic and cytomic as well as metagenomic. Metagenomics, which we will
be focusing on, is commonly used for characterizing the composition of the fecal
microbiome and was employed to characterize RM8048 using 16S rRNA amplicon
sequencing. 16S rRNA amplicon sequencing is a molecular technique used to study
microbial diversity and composition by amplifying and sequencing a specific region
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Table 1 Example Data Snippet of 16S rRNA Sequencing Data Showing Relative Abundances

Sample Vial Replicate Seq1 Seq2 … SeqN-1 SeqN Total

Sample1 Vial1 Rep1 0.12345 0.23456 … 0.12345 0.00054 1.00000

Sample2 Vial1 Rep2 0.05432 0.09876 … 0.12345 0.00047 1.00000
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SampleK VialL RepJ 0.09876 0.12345 … 0.23456 0.00000 1.00000

of the 16S rRNA gene, which is highly conserved in bacteria and archaea, allowing for
taxonomic identification and phylogenetic analysis. Metagenomics involves complex
processing steps, each capable of introducing variability and leading to measurement
bias. Previous studies have highlighted the lack of homogeneity and stability in unpro-
cessed stool material, and various factors influencing stability and homogeneity have
been explored [16–20]. However, most of these studies involved a more traditional
approach of tests of hypothesis rather than a characterization of the level homogene-
ity or stability as would be appropriate for reference materials. We believe that it is
much more informative to characterize the spread of measurement values that could
be expected, rather than making a yes/no statement.

The processing of metagenomic data involves multiple stages, each contributing to
variability which can arise during themeasurement process due to differences inmeth-
ods and storage conditions, for example.DNAextractionprocedures canyield differing
DNA quantities and qualities due to protocols and sample types. Library preparation,
including DNA fragmentation and fragment amplification, introduces biases affect-
ing fragment representation. Furthermore, sequencing depth, read errors, read length,
and sequencing platform choice significantly impact the creation of the relative abun-
dances and the final dataset [21, 22]. Despite careful protocol formulation to minimize
bias in end measurements, challenges persist in metagenomic measurements, result-
ing in precise within-sample measurements but discrepancies between measurements
[23, 24]. Thus, challenges in precisely characterizing the level of homogeneity and
stability for the processed material can easily be exemplified with the measurements
taken from RM8048.

As an illustration of the final output from this process, Table 1 presents hypothetical
data structure for K samples with N uniquely identified sequences. There is nesting
within the data, with L vials that each have J replicates. Each column represents the
relative abundance of identified sequences in a sample, summing to 1 across each row.
Additional metadata, such as measurement dates or phylogenetic identifications, is
also associated with each sample. It is clear that this is compositional data where the
relative abundances of each sample depends upon the absolute abundance.

The data for the homogeneity analysis taken on day 0 is made up of measurements
taken from Omnivore and Vegetarian groups - 40 vials were selected using stratified
sampling from a representative population of 5000 vials separated into 50 boxes. Each
vial was separated into 4 aliquots as replicate measurements. Thus, we have a nested
one-way design in which samples are the replicates which are nested in vials for each
of the two groups. Two of the Vegetarian samples had experimental errors (< 2000
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reads) that resulted in a loss of data, so the samples were not considered. As a result,
there are 78 (38 Vegetarian and 40 Omnivore) rather than 80 total samples. Since
the 4 replicates from each vial measured periodically between days 10 and 168 can
be considered repeated measurements for the stability assessment, we can choose to
aggregate them and consider the aggregated value per vial as the sample for a total of
30 Omnivore samples and 26 Vegetarian samples. Note that unlike in Table 1, these
stability samples are therefore defined at the vial level and not at the replicate level
as they are for the homogeneity samples. Because it is questionable whether they
represent statistically independent replicates, their corresponding standard deviations
are not used in additional uncertainty quantifications.

The resulting homogeneity data consists of a total of 1067 unique identified DNA
sequences and their relative abundances for each of the 78 measurements, which are
structured as in Table 1. There are 2486 unique sequences across all the time points
and we see that with additional measurements over time, the number of identified
sequences changes. With the data collected for the Reference Material, we are unable
to determinewhether this is due to variability introduced during sequencing (or another
part of the data creation process), or to a true increase in biological variability. In the
case where a particular sequence is not identified in a sample, it is assigned a relative
abundance of 0. However, this does not automatically imply that the sequence is not
present. Rather, it indicates that the sequence was not identified up to the machine
measurement precision.

There have been suggestions to add pseudo-counts to adjust for the fact that there
is no implication that the sequence is not present [25, 26]. However, there have also
been counter-arguments that discuss that these pseudo-counts necessitate changes to
the composition of the data, and can lead to additional bias and potentially inflate
Type I error rates [27]. The addition of pseudo-counts also creates the assumption of
a knowledge that a sequence exists - while the value of 0 does not necessarily indicate
the absence of a sequence, we should also not assume that we know that it exists at
some low abundance and so in this analysis, we do not implement any pseudo-counts.

Omnivore and Vegetarian sequences were analyzed separately. In Section 3.2.2, we
show that as the relative abundance of the DNA sequence decreases, so does the reli-
ability of the measurement. For both Omnivores and Vegetarians, the sequences with
relative abundance greater than 0.0008 constitute over 98% of the relative abundance.
Therefore, this threshold was chosen as a reasonable limit to balance the inclusion
of information with the reliability of results, and only the sequences with a relative
abundance above 0.0008 for each group were included in our proposed coefficient of
disagreement metric.

3 Potential Metrics

There are a number of ways in which to view the homogeneity of any given material,
which refers to the level of “sameness.” Homogeneity can be assessed through various
statistical tests and indices that compare these measures of center or spread across
different groups or conditions. In many ways, the question of assessing the stability of
data can be considered as assessing the level of homogeneity of data across time. There
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are a number of methods that are commonly used in stability analyses, ranging from
ANOVA models with an additional factor for time included, to trend analyses. As we
will discuss, for the characterization of RMs a test of hypothesis may be insufficient on
its own to give information that is easy to understand. Rather, we prefer more practical
approaches that are both intuitive and comprehensible.

Ideally, in order to ascertain stability we would be able to repeat a measurement on
the same sample over multiple time points. In many cases, this is not possible, such
as in the case of RM8048 where the measurement is destructive and no additional
measurements can be made. To draw conclusions about the stability of RM8048, it
is additionally not feasible to draw from the same vial over multiple time points as
this would require thawing and re-freezing of the material and could lead to additional
changes andvariability. In such situations, some level of homogeneity of the population
needs to be assumed. For a more traditional analysis requiring hypothesis testing or a
test for monotonic trend, we would need to assume that the vials are homogeneous to
the extent that measuring samples over time (regardless of vial) is sufficient to assess
a level of stability. The proposed coefficient of dissimilarity discussed in Section 4
does not require this assumption, and so circumvents this challenge.

3.1 DistanceMetrics

When the structure of the data or the analytic question to be answered is such that most
standard methods are insufficient, it becomes necessary to explore additional metrics
that provide a comprehensive summary of the data as a whole. These metrics can offer
deeper insights into patterns, variability, and trends that may not be fully captured
by traditional analyses, thereby enhancing the understanding and interpretation of
complex datasets.

Diversity measures such as alpha- or beta-diversity [28] can be crucial for inter-
preting the complex microbial communities encountered in metagenomics, as they
help in understanding the richness, evenness, and turnover of microbial species across
different samples and conditions. They are very commonly implemented in ecologi-
cal sciences, and tests of hypothesis such as T-tests, ANOVA, or Kruskal-Wallis tests
are often used to examine changes in diversity between groups. Rather than a test of
hypothesis, the corresponding confidence or credible interval could be used for infer-
ential value. However, in the context of a Reference Material the metrics themselves
may be insufficient. The diversity metrics are not specific - for example, if one species
increases with a corresponding decrease in another species then the diversity metric
may not have any meaningful change. We could, instead, choose to consider any of a
number of applicable distances between samples.

An effective approach to explore homogeneity in metagenomic data involves cal-
culating distances between samples using suitable metrics derived for such data, such
as the Bray-Curtis distance [29] or Hellinger distance [30]. The Bray-Curtis distance
between two samples A and B is defined as:

dBC (A, B) =
∑n

k=1 |xAk − xBk |
∑n

k=1(xAk + xBk)
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Fig. 1 MDS plot based on Bray-Curtis (left) and Hellinger (right) distances for homogeneity data. The data
for the homogeneity analysis is made up of measurements taken from 10 Omnivore and 10 Vegetarian vials.
Each vial was taken and separated into 4 aliquots as replicate measurements. Two of the Vegetarian samples
had experimental errors resulting in a lack of data (< 2000 reads), so the samples were not considered. As
a result, there are 78 (38 Vegetarian and 40 Omnivore) rather than 80 total samples

where xAk and xBk represent the abundances of the k-th component (or species) in sam-
ples A and B, respectively. The Bray-Curtis distance compares absolute differences
in abundances between samples, making it effective for detecting changes in domi-
nant species or taxa. It handles zeros naturally and is widely used in ecological and
metagenomic studies for its straightforward interpretation and ecological relevance.

The Hellinger distance is a measure of similarity between two probability distribu-
tions, often used in ecological applications.Given twodiscrete probability distributions
P = (p1, p2, . . . , pn) and Q = (q1, q2, . . . , qn) over a discrete variable, theHellinger
distance H(P, Q) is defined as:

H(P, Q) = 1√
2

√
√
√
√

n∑

i=1

(
√
pi − √

qi )2.

Given the nature of the relative abundances, each sample can be viewed as a discrete
probability distribution where each sequence occurs with probabilities pi and qi , and
we can find the Hellinger distance between any pair of samples. Similar to the Bray-
Curtis distance, the Hellinger distance is robust in handling zero values. While the two
distances are not directly related to one another, both are applicable to ecological data
and may even give similar results. Between the two, the Bray-Curtis distance has been
more commonly used in the field, perhaps primarily due to the fact that practitioners
are most familiar with it. The choice of distance metric for use in analysis is mostly
subjective, depending on which aspect of distance is of most interest.
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Fig. 2 MDS plot for Bray-Curtis (left) and Hellinger (right) distances for stability data. The data for the
stability analysis is made up of measurements taken from 30 Omnivore and 26 Vegetarian vials, sampled
randomly over a 6month time period. At each time point, aminimumof 2 vials were taken and separated into
4 aliquots as replicate measurements. A total of 80 Omnivore and 64 Vegetarian data points are included.

Once distances between samples are computed, dimension reduction techniques
like multi-dimensional scaling (MDS) can be applied to visualize and interpret these
distances. Due to the types of questions typically to be answered, principal com-
ponent analyses (PCA) or multi-dimensional scaling (MDS) and the use of distance
metrics are commonly used by experts in the field. While not explored here, t-SNE
can also be used to effectively visualize high-dimensional data [31]. MDS projects
high-dimensional data onto a lower-dimensional space (e.g., 2D or 3D) while pre-
serving pairwise distances as much as possible. This transformation facilitates the
interpretation of relationships, cluster identification, and pattern recognition in com-
plex datasets. Figure 1 illustrates Bray-Curtis (left) and Hellinger (right) distances
between homogeneity samples after MDS dimension reduction. The plot shows clus-
tering of Omnivore and Vegetarian samples, with variability predominantly along the
horizontal axis. Notably, samples within each dietary group exhibit greater similarity
compared to samples between groups.

Visualizing the stability data in this manner (shown in Figure 2) can also be
extremely useful for explanatory purposes and can help reveal areas in need of further
exploration.We can see that (like in theMDS plot for homogeneity), the Omnivore and
Vegetarian samples are clustered together within their groups but are separate from
one another. While it is true that time points tend to cluster closer to each other, we
do not see a sequential pattern over time. This suggests that while there may be more
differences between time points than within time points, there is not a clear indication
that there is a monotonic drift. In both Figure 1 and Figure 2, Dim 1 separates the
Omnivores from the Vegetarians while Dim 2 shows any clustering or spread within
each group. For the stability in Figure 2, Dim 2 shows a greater spread when using
the Hellinger distance than when using the Bray-Curtis distance. This could be more
useful to visualize potential trends in time, if present.

While MDS effectively visually reveals dissimilarities and clusterings, it does not
provide direct inferential insights. For deeper analysis, an extension of ANOVA, such
as PERMANOVA (PermutationalMultivariateAnalysis ofVariance) [32] orANOSIM

123



Journal of Statistical Theory and Practice            (2025) 19:79 Page 9 of 22    79 

Table 2 ANOVA Table for One-Way Nested Design where SS is the sum of squares, MS is the mean
squares, F is the F test statistic, and EMS are the expected mean squares

Source of Variation df SS MS F EMS

Factor A I − 1 SSA SSA
I−1 F = MSA

MSE σ 2
e + Jσ 2

a

Error I (J − 1) SSE SSE
I (J−1) σ 2

e

Total I J − 1 SST

(Analysis of Similarities) [33], can be employed to statistically test differences among
multivariate data sets using a permutation testing approach. PERMANOVA has pre-
vailed in contemporary analysis for several reasons. By partitioning variation in
multivariate data based on distance metrics (or a beta-diversity), a PERMANOVA
for data collected using a balanced and simple design allows for testing hypothe-
ses regarding the differential effects of time or experimental conditions on microbial
community composition. PERMANOVA is robust in analyzing community composi-
tion data under balanced designs, yet it faces challenges with nested or unbalanced
designs, where assumptions of independence required for permutation tests may not
hold. These conditions can lead to inflated Type I error rates or reduced statistical
power, particularly with situations as in our example that have limited permutations
due to smaller sample sizes or complex experimental designs [34–36].

Given the structure of the RM8048 metagenomic data, conducting ANOVA-like
comparisons of clusters may present feasibility challenges. Under more ideal experi-
mental conditions, this quantification could be useful in hypothesis testing to determine
similarity between groups. However, even in a situation where a PERMANOVA could
be conducted reliably, the results of such a hypothesis test would be unlikely to give
users usable information. PERMANOVAdoes not inherently provide confidence inter-
vals, and ifwehad an extension to provide a range of distanceswith a certain confidence
level, an ending inferential statement would not provide results that are immediately
understandable in the context of the material.

3.2 Individual Sequence Inference

3.2.1 Ratio of Variances

One widely-used design in homogeneity studies is a nested design, and it has been
recommended as a method to effectively partition units of RMs in a way such that
both within- and between-unit variability can potentially be assessed [4]. Recall from
Table 1 that a “sample” here is a replicate nested within a vial, and analyzed separately
for the Ominvore and Vegetarian groups.

Perhaps some of the most widely used methods for testing equality among groups
are the family ofANOVAandANOVA-like tests. For instance, Table 2 depicts a typical
one-way nested ANOVA model:

yi j = μ + θi + εi j . (1)
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Here, yi j represents observed relative abundances, μ is the overall mean, θi denotes
the effect of the i-th level of Factor A (vials) for i = 1, . . . , I , and εi j accounts
for residual variation among subunits (replicates) nested within each group of A for
j = 1, . . . J . Note that the table and model are the same for this one-way nested
design as they are for a traditional one-way ANOVA - the difference here lies in the
hierarchical structure of the data where observations are nested within groups. For
our particular homogeneity analysis this distinction is relatively unimportant, but it
can become crucial if more factors are included. This model and ANOVA table are
adaptable for a wide range of experimental designs, with sum of squares calculation
methods adjusted accordingly.

Traditionally, a test for homogeneity using (1) involves inferring if the between-
(or within-) vial variance is 0. This is not a useful test, since it is almost certain that we
will have both within- and between-vial variability. For a small sample size, you may
only detect heterogeneity if disparities are quite large. Conversely, you may detect
heterogeneity from practically meaningless levels of heterogeneity if you have a very
large sample size. It is, instead, more relevant to us how the between-vial variability
compares to the within-vial variability (plus measurement error). Machine replication
variability (σ 2

e ) might overshadow biological variability (σ 2
a ), suggesting a level of

homogeneity that is fit for purpose if σ 2
a ≤ σ 2

e , or equivalently, σ
2
a /σ 2

e ≤ 1. Note that
we are considering only biological variability σ 2

a rather than all variability for Factor
A, σ 2

e + Jσ 2
a .

Thiswould ensure thatwe are reporting a range rather than the results of a hypothesis
test, and that the range we are reporting has a clear interpretation. This is just one
example of a ratio of variances that we could consider - if the design is different or the
measure of homogeneity being assessed changes we could extend to a different ratio.

Inference on variance ratios has established theoretical properties [37]. Under
normality assumptions, an exact (1 − α) × 100% confidence interval for the ratio
can easily be derived from the distributions of MSA and MSE . We know that
(MSA/σ 2

e )/(MSE/σ 2
e ) follows an F-distribution. Since MSA andMSE are estimates

of their expected mean squares, we have

σ 2
a

σ 2
e

≈
MSA
MSE − 1

J
.

To construct a (1 − α) confidence interval, it then easily follows that

P

(

Fα/2 ≤ MSA/σ 2
e

MSE/σ 2
e

≤ F1−α/2

)

= 1 − α

from which we find the exact (1 − α) confidence interval

1

J

((
1

F1−α/2
× MSA

MSE

)

− 1

)

≤ σ 2
a

σ 2
e

≤ 1

J

((
1

Fα/2
× MSA

MSE

)

− 1

)

where Fγ denotes the γ th percentile of Snedecor’s F-distribution with (I −1) degrees
of freedom for the numerator and I (J − 1) for the denominator.
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To assess RM8048’s homogeneity across all vials (i = 1, . . . , 10) and replicates
( j = 1, . . . , 4), fitting (1) is plausible. Due to the more complex nesting structure of
the data, deconvolving potential sources of variability in order to properly assess the
variability due solely to the stability of the material in a model (similar to (1), but
with a time component) is not inconsequential. While there are others that could be
considered, one example of such a model considering the i th vial at the j th time is:

yi j = θi + bx j + εi j (2)

where bx j is the time component. An analogous ratio of variances and confidence
interval such as the one discussed for homogeneity in (1) is less intuitive to arrive at,
especially if any additional complexity is added in the model with additional factors.

For RM8048, because of the method in which vials were tested over time, interpret-
ing the results from a stability model is not straightforward, especially as pertains to
the sources of variability. That is, a model that correctly answers the stability question
at hand is not clear. The data from different time points were sequenced separately,
meaning that we are unable to parse out variability introduced due to any potential
sequencing effect. An estimate of sequencing effect is an ongoing question in the
metagenomics field, so determining a proxy from prior knowledge is not an insignifi-
cant choice.

For the assessment of the level of stability, a trend analysis such as a Sen’s slope
analysis could be employed [38]. This method is particularly useful in environmental
science and other fields where data may be irregular or contain outliers. A p-value
to check for significance of a monotonic trend can be found using a permutation test.
While this is one aspect of stability to characterize, there may be times when an overall
trend is non-significant, but there is still a clear change over time of the measurand’s
distribution (i.e. a randomwalk or sinewave). In such cases, itmay bemore informative
to characterize the level of variation over time rather than a test of hypothesis for
monotonic trend (such as a Sen’s slope). There are some challenges to using a method
such as Sen’s slope in our case, such as that Sen’s slope assumes evenly-spaced time
points, an assumption which is violated here. Using a permutation test to achieve a p-
value with a false discovery rate adjustment (or other adjustment for multiple testing)
poses difficulties since we may have too few permutations available to achieve a
reliable result, and an unstable p-value estimate may fail to effectively control false
discoveries [39]. There has been research into alternative methods for trend analysis
with both evenly andunevenly spaced timepoints, includingBayesian approaches [40].
Bayesian models, for instance, may offer advantages for handling small or aggregated
samples, with careful attention to covariance and correlation structures.

3.2.2 Bayesian Approach

We know that we have an unbalanced design, for which some traditional likelihood
approaches are computationally difficult or intractable. There are some likelihood
methods such as maximum likelihood and its restricted counterpart that are more com-
putationally efficient. However, Bayesian models more naturally incorporate multiple
sources of uncertainty including uncertainty in model parameters and the underlying
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Fig. 3 Ratio of σa/σe and 95% credible intervals for 300 most abundant sequences. Red indicates that the
entire interval is above 1, blue indicates that the interval straddles 1, and black indicates that the interval is
below 1. Panel A displays results for Omnivores and B for Vegetarians.

data generation process, and give the ability to consider distributional results rather
than point estimates. This provides amore comprehensive understanding of the param-
eters’ uncertainty and variability. They are also often more flexible - they do not have
complication due to unbalancedness or missing data, and can more easily handle mod-
els with a hierarchical structure. So, instead of moving forward with the frequentist
approach, we can create a Bayesian model for (1) for illustrative purposes.

Unlike the confidence interval described above, in the alternativeBayesian approach
parameters are estimated within a single unified framework, allowing the model to
“borrow strength” across groups. This means that information from different groups
or levels can be pooled, although the ability to pool primarily comes frommodeling the
group-level parameters as coming from the same latent distribution, which depends
upon the choice of prior [41]. We consider a hierarchical Bayesian modeling approach
with priors that are generally noncommittal. However, it should be kept in mind that
even weakly informative priors can be influential, especially if there is a small number
of measured values [42]. The distributions selected for the Bayesian model are the
following for each group:

1. μ has a prior half-Guassian distribution with mean 0 and a small standard deviation
(10−5). This proper prior is more informative and includes specific information
regarding the measurand that we must adhere to - relative abundances are greater
than 0 and generally have small values.

2. σA and σE have half Student’s t-distributions with 4 degrees of freedom. This
distribution is weakly informative and has been suggested as an alternative to a
half-Cauchy [43, 44].
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Fig. 4 Coefficient of variation and 95% credible intervals for 300 most abundant sequences (in increasing
order of relative abundance). The red dashed line is at a CV of 1 or 100%. Panel A displays results for
Omnivores and B for Vegetarians

3. θi |σA ∼ N (0, σA)

4. yi j |μ, σE , θi ∼ N (μ + θi , σE )

Using the model described in (1) with these priors, we can create credible intervals
for the ratio of variances we have described for each of the sequences using the α/2
and 1−α/2 quantiles of the posterior distribution. For a 95% credible interval, we have
α = 0.05. We can also find the coefficient of variation (σa/μ) and the 95% credible
interval for it. We choose the top 300 most abundant sequences for each group - for
both Omnivores and Vegetarians the top 300 most abundant sequences make up over
99% of the relative abundance, and as the sequences are present in lower quantities
measurements begin to become less reliable.

This hierarchical model was fit with Stan [45] using rstan [46] in the R envi-
ronment for statistical computing and graphics [47]. Stan has several options for
a sampling algorithm. In this modeling approach, we used the No-U-Turn sampler
(“NUTS”) [48].

For credible intervals that that either straddle 1 or lie fully below 1, we cannot
say that machine variability is less than biological variability. For intervals that lie
fully above 1, we can say that biological variability is, in fact, greater than machine
variability. In Figure 3, we can see that only 5 out of the top 300 sequences for
Omnivores (top) have credible intervals for σA/σE above 1, which amounts to 1.67%
of the most abundant sequences. For the Vegetarians (bottom) in Figure 3, we see
that 13 out of the top 300 sequences have credible intervals for σA/σE above 1,
which is 4.33% of the most abundant sequences. In both groups, less than 5% of the
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most abundant sequences have a biological variability that is greater than machine
variability.

In Figure 4 we see that as the sequences become less abundant, the coefficients of
variation begin to increase, as do the width of the credible intervals. This indicates
that as the relative abundance decreases, the reliability of results and inferences also
decrease. This cut-off occurs approximately around 0.0008, which leads to a natural
threshold to set for relative abundances for our proposed coefficient of disagreement.

4 Coefficient of Disagreement

While the visualization of the MDS for the distances are useful, they do not add
to the characterization for the level of homogeneity. The Bayesian model allows us
to effectively examine our chosen aspect of homogeneity while dealing effectively
with the unbalanced design, but does not easily extend to stability. We suggest a
coefficient of disagreement between any two pairs of samples which is applicable both
to homogeneity and to stability characterizations and has an accessible interpretation.

Given the relative abundances for each identified sequence from two different sam-
ples, we are interested in quantifying how similar the two distributions of relative
abundances are to each other. With this in mind, we propose a metric that quantifies
the level of discrepancy or disagreement between relative abundances from any pair
of samples.

Definition 1 We define the relative abundance discrepancy as the amount that the
relative abundances from any two samples deviate from their mean. Let zA be the
measured relative abundance of one particular sequence in sample A and zB be the
measured relative abundance of the matching sequence in sample B. We can find their
discrepancy:

Relative Abundance Discrepancy = RAD = log(zA) − log(zB)

log(zA) + log(zB)
.

If zA = zB = 0, we define RAD = 0. If zA = zB = 1, we also define RAD = 0. If
either zA or zB are 0 while the other is not, we define RAD = ∞.

TheRADhas several qualitieswhichmake it desirable for our purpose: it is symmetric,
bounded between -1 and 1, and sensitive to relative changes. In our case, we havemany
“rare” sequences and few sequences with high relative abundance (i.e. the distribution
of relative abundances is skewed, and non-normal). Data transformations, such as the
log-transform we suggest here, have been performed for this type of compositional
data when such skews exist [26]. With this transformation, we emphasize the relative
differences, with less impact from potential outliers.

When either zA or zB are 0 while the other is not, it is possible that one or the other
is actually present but below detection limits. There is no hard-set rule for determining
detection limits for metagenomic measurements, although some methods have been
proposed. It has been pointed out that these are typically only applicable for specific
target species in defined samples matrices [49]. We have chosen a limit of detection
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of 0.0008 based on a cut-off which includes as much information as possible across
all samples and sequences while balancing the unreliability of measurement as the
relative abundance decreases. Using this cut-off, at most 0.3% of RADs are infinite.

We will use the RAD to find our proposed metric, which we call the coefficient
of disagreement (COD). The procedure for calculating a COD between any pair of
samples is as follows:

1. We first set a threshold for the number of unique sequences considered per group.
We have chosen the sequences with relative abundance greater than 0.0008.

2. We calculate the RAD for each sequence between all pairs of samples, where the
samples are described in Section 2 in more detail. Since we are not specifically
interested in the direction of discrepancy, we can take the absolute value of the
RAD so that we have a metric between 0 and 1.

3. Once we complete this comparison for every sequence, then each pair of relative
abundances between zA and zB have a RAD value.We calculate the 99th percentile
of this collection of RAD values and consider it an overall measure of disagreement
between the two samples. We choose the 99th percentile rather than the maximum
RAD value to account for occasional outliers. Thus, the coefficient of disagreement
(COD) is defined as follows:

COD = 99th percentile of the RAD values from all pairs of corresponding relative

abundances in the two samples.

The COD value is a measure of disagreement between the relative abundances from
a pair of samples. Suppose the COD value for a given pair of samples is 0.09. It is to be
interpreted as follows: “The relative abundance from the two samples being considered
satisfies the following property: 99% of the log-relative abundances of corresponding
sequences from the samples deviate 9% or less from their mean.” Notice that there is
some similarity to our proposed RAD and the Bray-Curtis distance. However, there
are some important differences - our proposed COD focuses on capturing the most
extreme discrepancies by using the 99th percentile, providing an upper bound rather
than a summary measure.

When the RADvalue is infinite, there are a few approaches that could be considered
in calculating the final COD, including assigning the relative abundances of 0 some
small value ε > 0. As discussed in Section 2, this approach of adding pseudo-counts
alters the data composition. Since the true values of relative abundances are unknown,
modifying these values may lead to misleading conclusions. Therefore, we have opted
not to include infinite RADs in the COD calculation to ensure that our conclusions
are based solely on sequences for which we are confident in the reliability of the
measurement.

In our case, a careful analysis revealed that all of these infinite RAD values occur
when measurements are very close to the 0.0008 cut-off, and the abundance oscillates
between very small abundances and a lack of detection. If these values had resulted
from large decreases or increases, additional determinations would have to be made
about the quality of measurement or fitness-of-purpose of the material in regards to
homogeneity and stability. Additionally, it might be more appropriate in such a case to
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Fig. 5 Coefficients of Disagreement (COD) among all pairs of samples for Omnivore (A) homogeneity
and (B) stability. The samples are across the horizontal axis, with their CODs plotted on the vertical axis.
The CODs are colored by vial for homogeneity and time point for stability to help discern where larger or
smaller differences occur

consider a method of psuedo-counts (or other methods), mentioned in Section 2. For
this ReferenceMaterial, we do not know ground truth of values, and as such the risk of
imputing values and assuming values that affect the characterization of homogeneity
and stability was felt to be greater than removing a low number of sequences of the
smallest measured abundances. However, in other applications this metric can be used
with psuedo-counts.

There are several potential approaches for finding a confidence interval for the COD
values. With an upper confidence limit of 0.085, for example, we can then say: “The
95% upper confidence limit for CODs is 0.085.” This gives a more targeted inferential
statement to which we can attribute a level of confidence rather than the statement
above. The pairwise COD values are clearly not independent, and have some corre-
lation structure which is necessary to know for an exact confidence interval. Without
knowing this structure, we can only create approximate confidence intervals as the
assumption of independence for standard methods is violated. It is also possible to
create bootstrap confidence intervals using methods for dependent data, or by resam-
pling from the combinations of pairs before a calculation of the COD, which would
naturally handle the dependence [50].

4.1 Omnivore Homogeneity and Stability

When considering the Omnivore material for homogeneity, we have 40 samples in all
and we calculate the corresponding COD for each pair of samples. We use the relative
abundance threshold of 0.0008 in this analysis, which results in 122 unique sequences
to be compared for the Omnivore samples. This results in a 40 by 40 symmetric matrix
which has diagonal elements 0 because the disagreement between a sample and itself
is 0.

For the pairwise Omnivore samples, before taking the 99th percentile, 0.3% of
RADs were infinite. The small number of infinite RADs suggests that only a few
sequences exceed the chosen relative abundance threshold and fluctuate between 0
and low values across samples.
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In Figure 5we see the 40CODs for homogeneity visualized in panelA. Each sample
is identified by its label on the x-axis (vial 1, replicate 1 is labeled “V1R1” and so on
until vial 10, replicate 4 as “V10R4”). Along the y-axis for each sample are the COD
for each of its pairwise comparisons. So for “V1R1,” for example, there are 39 points
along the vertical axis corresponding to a COD for each of the 39 other samples. The
points are colored by vial that each pairwise comparison is made from (so a red point
for “V1R1” signifies a comparison between one of the other 3 replicates from vial 1,
while an orange point would signify a comparison between one of the replicates from
vial 2). In this way, we can assess whether there are any vials or replicates that are
systematically different from the others. For example, we see that vial 7, replicate 2
is more dissimilar to the replicates from vial 1. From panel A overall, we can see that
99% of the considered relative abundances for the Omnivore homogeneity samples
have CODs less than 0.08.

Using the quantCI function available in the QuantileNPCI [51] package in
R, we can find an approximate 95% confidence interval for the COD values. Using
this method, we get an approximate upper confidence bound of 0.07267. As this non-
parametric approach assumes independence of values, and we know the COD values
are correlated, this is truly only an approximate confidence interval.

As one alternative that does not require an exact specification of the correlation
structure, we can calculate a 95%bootstrap confidence interval. If we letS = {

Ai , Bj
}

where i �= j be the set of all pairs of combinations of samples, then we can draw
random samples from this set and perform a bias-corrected and accelerated (BCa)
bootstrap with 1000 replicates. The upper limit from this bootstrap is 0.07266, which
is quite similar to the approximate limit using the non-parametric quantile confidence
procedure. While both these methods render similar results, we should keep in mind
that the quantile approach can only be considered as an approximate bound, while for
the BCa bootstrap we note that we are resampling from a relatively small collection
of values.

We can assess the level of stability of the material using the same COD procedure.
We aggregate the replicates of the vials at each time point, since these can be considered
as repeated measurements. Then, each sample is an aggregate mean of a vial at a time
point. Note again that the “samples” in this case are aggregated and are therefore at the
vial level, and not the replicate level. We include all measurements, including those
made at time point 0 (or day 1). For the Omnivore stability samples, 0.2% of RADs
were infinite and were not included in the COD. There are 30 total stability samples
for Omnivores as described in Section 2. When we calculate the CODs for each of the
pairs, we get a 30 by 30 matrix with diagonal elements of 0.

In Figure 5 we have visualized the CODs for the disagreement matrix described
above in panel B. The x-axis is labeled as follows: the COD values for the measure-
ments from time point 0 (homogeneity time point), vial 1 are labeled “T0V1” until the
measurements from time point 8, vial 2 values which are labeled “T8V2.” Note that
every vial is not measured at every time point - vial 1 at time point 0 is not vial 1 from
time point 1, and so on. Each sample along the x-axis has 29 points corresponding to
the comparisons with the other samples. The points are colored by time point, so that
a red point for time point 0 signifies a comparison to another box measured on time
point 0, while an orange point signifies a comparison to the vials measured at time
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Fig. 6 Coefficients of Disagreement (COD) among all pairs of samples for Vegetarian (A) homogeneity
and (B) stability. The samples are across the horizontal axis, with their CODs plotted on the vertical axis.
The CODs are colored by vial for homogeneity and time point for stability to help discern where larger or
smaller differences occur

point 1. In this way, we can check for any systematic patterns over time. The largest
discrepancies are between the final two time points and all other time points - they are
more similar to each other and less similar to all other measurements from other time
points.

From the plot, we can see that 99% of the considered relative abundances for the
Omnivore stability samples have CODs that are less than 0.1250. Using quantCI,
we estimate an approximate upper 95% confidence limit of 0.1140 and using a BCa
bootstrap we find 0.1137.

4.2 Vegetarian Homogeneity and Stability

For the homogeneity assessment, we have two removed samples for the Vegetarian
material as described in Section 2, and have 38 samples (replicates) in all. This results
in a 38 by 38 matrix with diagonal elements 0. For the pairwise Vegetarian samples,
before taking the 99th percentile, 0.3% of RADs were infinite. In Figure 6 we see
the 38 CODs visualized for homogeneity in panel A. The plot is labeled and colored
similarly to the plot for the Omnivore samples, with the exception that since we have
38 CODs, each sample on the x-axis has 37 points that correspond to the 37 other
samples. From the plot, we can see that 99% of the considered relative abundances for
the Vegetarian homogeneity samples have CODs less than 0.1200. The approximate
upper limit for a confidence interval using quantCI is 0.1058, while the upper limit
from a BCa bootstrap procedure is 0.1100.

For the Vegetarian stability samples, 0.3% of the RADs were infinite and were
not included in the COD. There are 26 stability samples for Vegetarians in all, which
results in a 26 by 26 matrix. In panel B of Figure 6 we visualize these CODs. We
see that 99% of the considered relative abundances for the Vegetarian samples have
CODs less than 0.1750. The 95% upper confidence bound using quantCI is 0.1504
and using a BCa bootstrap it is 0.1603. In this case, we can see that the time point
0 (or day 1) samples are among those with the highest discrepancies from all other
time points (the red points for each non-day 1 sample). As we saw for the Omnivores,
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the samples from the final two time points are also generally more similar to each
other and less similar to all other time points, including time point 0. Generally, the
Vegetarian material displayed more variability than the Omnivore material, which
could be attributed to several factors. The difference in diet means that the material
may inherently have a higher level of diversity, or it can cause differences in sample
preparation and measurement.

5 Conclusion

As we have discussed, analysis methods chosen for homogeneity and stability studies
must be tailored not only to the measurement, but must give interpretable and infor-
mative inferential results. Especially for reference materials (although we believe for
most traditional analyses), a test of hypothesis may not be sufficient in answering
the question of primary interest. Homogeneity itself is a broad concept, and different
materials may necessitate different definitions that are fit for purpose. When viewing
stability as a natural extension of homogeneity (i.e. homogeneity over time), the same
statements could be made.

We argue (in keeping with statements made in the VIM [4] and the International
Organization of Standardization (ISO) [5]) that in a vast majority of cases, a test for
statistically significant group differences is not an effective inferential statement. A
more informative approach is to report a range of variation that can “reasonably” be
expected, although what is reasonable depends heavily on context and expert input.
In fact, there has been a push to move away from tests of hypothesis and p-values
altogether (see, for example [13, 14, 52–54]).

This paper provides a general discussion of some techniques that could be consid-
ered for RMs (and specifically focused on RM8048), but there are a number of areas
for further research. For our proposed coefficient of disagreement, deriving the cor-
relation structure in order to construct exact upper confidence limits is important for
more precise inference and more accurate conclusions. In the creation of a coefficient
of dissimilarity metric for other applications (such as comparisons of peaks in Nuclear
Magnetic Resonance (NMR)), we may get dissimilarity matrices that have quadrants
corresponding to different areas or peaks of the spectrum. Inference on matrix quad-
rants can be further explored for these particular applications. When considering the
exact confidence interval or credible interval for the ratio of variances derived from
(1), extensions to stability analyses can be further considered, as well as creation of
tolerance intervals rather than confidence intervals for nested models under measure-
ment errors. Additionally, it could be of interest to plot the values from any two sample
against one another and determine their range of deviation from a line with a slope of
1 with some degree of confidence. Finally, the compositional data could be considered
as left-censored and some methodological adjustments made for the censoring.

Our proposed coefficient of dissimilarity can be extended to other applications
with appropriate choice of discrepancy metric, and with consideration given to end
interpretation. It gives an intuitive analysis with results that are easily approachable for
scientists as well as statisticians. It also treats the homogeneity question in a different
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manner than is traditionally considered, but which can bemore applicable to reliability
and validity studies for reference materials.

Supplementary information

All code is supplied for reproducibility as a supplementary file.
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