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I n February 2024 the U.S. White House Office
of the National Cyber Director (ONCD) released
“Back to the Building Blocks: A Path Toward Secure

and Measurable Software.”1 The report makes the
case that the technical community can greatly improve
cybersecurity by moving to memory-safe languages,
supported by formal methods and memory-protecting
hardware, and sketches the roles that top executives,
the so-called “C-suite,” play in securing software.1

The report further argues that the technical com-
munity is well-positioned to drive progress on both
shifting the responsibility to defend cyberspace more
to software developers and on realigning incentives
to favor long-term cybersecurity investments. Software
creators can better secure the building blocks of cy-
berspace by using memory-safe programming lan-
guages. The report also explores formal methods and
memory-protection hardware architectures as comple-
mentary approaches to achieve similar outcomes. Ad-
ditionally, it points out that accurate or consistent met-
rics can shift market forces to improve cybersecurity
quality across the ecosystem.

A brief introduction in Part I points out that leaving
software users to react to newly-revealed severe soft-
ware vulnerabilities is a losing strategy: “even if every
known vulnerability were to be fixed, the prevalence
of undiscovered vulnerabilities across the software
ecosystem would still present additional risk.” (Quota-
tions without citation are from “Back to the Building
Blocks: A Path Toward Secure and Measurable Soft-
ware.”) Software must be built to be more reliable. The
report notes several steps the Biden administration
took in this direction and ends by acknowledging that
“This work cannot be accomplished by government
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1Certain commercial equipment, instruments, or materials,
commercial or non-commercial, are identified in this paper in
order to specify the experimental procedure adequately. Such
identification does not imply recommendation or endorsement
of any product or service by NIST, nor does it imply that
the materials or equipment identified are necessarily the best
available for the purpose.

action alone.” and by pointing out that this work will
take years by many sectors.

The Building Blocks of Cyberspace
Part II: Securing the Building Blocks of Cyberspace
begins by calling on software manufacturers to publish
“timely, complete, and consistent” information about
vulnerabilities in software and about system expo-
sures. This information is crucial to fact-based, ob-
jective measures of reliable software development.
The community can determine frequencies of classes
of vulnerabilities, estimate the severity of problems,
ascertain the benefit of various programming ap-
proaches, and so forth.

The report says that analysis of such data “iden-
tified memory safety bugs as one of the most perva-
sive classes of vulnerabilities that has plagued cyber
defenders for decades.” It explains that there “are two
broad categories of memory safety vulnerabilities: spa-
tial and temporal. Spatial memory safety issues result
from memory accesses performed outside of the ‘cor-
rect’ bounds . . . Temporal memory safety issues arise
when memory is accessed outside of time or state,
such as accessing object data after the object is freed
. . . ” Since memory is quickly reused, such violations
can improperly influence logically distant data and
operations or incorrectly allow access to proscribed
information. Many major cybersecurity incidents “were
facilitated by memory safety vulnerabilities, including
the Morris Worm of 1988, the Slammer Worm denial-
of-service attack in 2003, the Heartbleed vulnerability
in 2014, and the BLASTPASS exploit chain of 2023.”

Patching vulnerabilities after they are exploited is a
reactive approach leading to crises in which defenders
are always behind. It also burdens software users
with much of the responsibility of recognizing and
reacting to newly-revealed vulnerabilities. An industry
blog post2 showed that despite intense code review,
static analysis, and other controls, around 70% of
externally reported vulnerabilities are due to memory
safety issues. The post introduces that statistic saying,
“tools and guidance are demonstrably not preventing
this class of vulnerabilities.”2 Precluding classes of vul-
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nerabilities enables defenders to get ahead of attacks.
The report calls for “using secure building blocks” to
eliminate the entire category of software vulnerabilities
by transitioning to one of many available memory-safe
programming languages. Memory-safe programming
languages prevent spatial memory errors by ensuring
that every possible access is within bounds. They pre-
vent temporal memory errors through various methods,
such as canceling access privileges to a piece of
memory after the piece is returned for reallocation.

Use Memory-Safe Languages
For existing codebases, developers can ease the tran-
sition by identifying the highest impact code and “pri-
oritize efforts to rewrite those first.” A 2024 report
by United States and international agencies, “Explor-
ing Memory Safety in Critical Open Source Projects,”
confirms that much open source software, including
their libraries and other dependencies, is not written
in memory-safe languages. It explains that “memory-
safe languages . . . vastly reduc[e] opportunities to
introduce memory-safety vulnerabilities.”3 Its 2023 pre-
decessor “provides guidance for manufacturers with
steps to implement changes to eliminate memory
safety vulnerabilities from their products.”4

Even though some memory-safe languages might
be used in space systems, they are not yet flight-
proven and need advances “on development tool
chains, workforce education, and fielded case studies.”
In cases where memory-safe languages are not appli-
cable, complementary approaches are hardware that
improves memory safety and formal methods.

Leading into memory safe hardware, Building
Blocks recounts the 1970 voyage of Apollo 13. In
analogy to space system’s safe by design, today’s
cyber-enabled systems “must also be secure by de-
sign.” At least two hardware architecture approaches,
memory-tagging extension (MTE) and Capability Hard-
ware Enhanced Reduced Instruction Set Computing
(RISC) Instructions (CHERI), can catch many, but not
all, possible memory violations.

Built-In Formal Methods
Increased use of formal methods in software devel-
opment tools provide a means to extends the above
concept of precluding memory safety vulnerabilities to
other “classes of previously intractable defects, includ-
ing cross-site scripting (XSS) and [Structured Query
Language] SQL injection . . . ” 5 Formal methods can
address not just low-level problems, such as memory
violations and SQL injection, but also higher level

aspects, like security, system-level safety, and correct-
ness.

Formal methods can be built into tools and into
work flows. Examples are completeness and consis-
tency checks during the design phase, model checkers
for network architectures and protocols, correctness-
by-construction and formally assured type checking in
code production, sound static analyzers and assertion-
based testing during acceptance and integration, and
proof-carrying code for distribution and runtime appli-
cation self-protection (RASP). Formal methods “allow
for proving the presence of an affirmative requirement,
rather than [merely] testing for the absence of a neg-
ative condition.” In addition, “the developer can use
formally verified core components,” which “are less
likely to contain vulnerabilities.” These core compo-
nents include SQL query Application Programming In-
terface (API), “server-side application frameworks, [Hy-
perText Markup Language] HTML templating systems,
server-side response APIs, and browser-side applica-
tion frameworks and templating systems to constrain
API parameters . . . Constraining potentially unsafe
usage of injection sinks through vocabulary types and
safe abstractions achieves a high degree of confidence
that any program accepted by compile- and runtime
type checks is free of injection vulnerabilities”5

Measuring Progress
The report then moves on to Part III, software metrics,
which may seem like the easiest strategy, but “is one of
the hardest open research problems to address.” If only
there existed a miraculous way to measure the security
of a piece of software, progress would be far easier.
In fact, useful software metrics are faced with at least
“three core challenges.” First, properties of interest are
not simply evinced in software, like physical volume or
mass are in a block of wood or a pieces of steel, but
are ultimately undecidable. Software that is adequately
secure in one context may be completely inadequate
when faced with other threats. Secure system oper-
ation is the ever-changing outcome of legitimate use,
adversarial actions, software vulnerabilities, capability
requirements, and operational errors.

Second, software behavior may not be determinis-
tic, is often non-linear, and even discontinuous. Chang-
ing a single bit in a computer may cause wildly different
outputs, whereas changing a single grain in a steel I-
beam is unlikely to lead to a bridge collapse.

Third, software must resist constantly evolving ad-
versaries. Counting known vulnerabilities or being im-
pervious to existing attacks is no guarantee that some
new zero-day exploit nullifies built-in protection. The-
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ories of reliability usually model events that do not
depend on the subject’s preparation. Earthquakes do
not move to the next state because of earthquake-
resistant construction. In contrast, software design of-
ten assumes that an adversary will attack the weakest
point.

Additionally, on what theory should we base cy-
bersecurity measurement? Weakest link? Likelihood
of discovery? Likelihood of exploit? Remember that
weaknesses chain together to yield vulnerabilities.
Some measurements that might be helpful indicators
include bug rates, code churn, time to repair, and
programmer training.

If they could be brought about, widely-applicable
measures of software security and reliability would
make the whole enterprise of developing “high quality”
software far more achievable. Even if an absolute mea-
sure of software quality or software security is not rea-
sonable, marking the change (and speed of change)
in a software measure can be very informative. For
example, a rapid response to new vulnerabilities could
indicate a dependable software vendor.

The Role of the “C-Suite”
Most of the preceding enhancements are the purview
of front-line software developers, project managers,
tool makers, and research scientists. “Back to Building
Blocks” now sets its sights higher in the organization
and addresses the “C-suite.” It points out that the
Chief Information Security Officer (CISO) cannot have
sole responsibility for reliability: “it is also critical, for
example, that the Chief Information Officer (CIO) who
is buying software, and the Chief Technology Officer
(CTO) of manufacturers building software share this
responsibility.” These pages may be the most ground-
breaking material in the whole report.

The report states that software metrics apply to
three broad phases: “the developer process, the soft-
ware analysis and testing [either postproduction or
at acceptance], and the execution environment.” and
that different phases are of primary interest to differ-
ent parts of an organization. “The CTOs of software
manufacturers and the CIOs of software users are
best leveraged to make decisions about the intrinsic
quality of the software, and are therefore likely most
interested in the first two dimensions . . . ” This portion
goes into hiring, trusted procurement sources, rigorous
analysis methods, resilient execution environments,
and other multi-dimensional aspects. The CISO may
see that controlled, restricted execution environments
may “not eliminate vulnerabilities but rather mitigates
their impact, serving as a potential safety net in case

of exploitation.” It concludes that “cybersecurity quality
must also be seen as a business imperative for which
the [Chief Executive Officer] CEO and the board of
directors are ultimately accountable.”

Connecting reliable and secure software to chief
executives may be the greatest contribution of this
work. The vast majority of guidelines, papers, blog
posts, and conferences are technologists talking to
other technologists. We do not recall any that even
attempt to educate a CTO.

A Call to Improve
The conclusion in Part IV is a call to make real
progress. It recognizes that “the technical commu-
nity is critical.” Although efforts like the recently an-
nounced multi-year Translating All C to Rust (TRAC-
TOR) program6 may help, another government man-
date or a few million dollars in grants by themselves
will not change the situation. While recognizing that
“eliminating entire classes of software vulnerabilities is
an urgent . . . problem,” it expresses hope that this is
not just another brilliant report that gathers dust, but
lays out a practical vision that actually advances the
state of practice “to propel us toward a future where
cyberspace is secure, resilient, and trustworthy . . . ”

An Approach that Requires Less
Another approach not mentioned in “Back to Building
Blocks” is simply making software smaller. This re-
duces the attack surface, that is, reduces the number
of features and lines of code that might have a vulnera-
bility. As Jeff Atwood said, “The best code is no code at
all.”7 A recent article by Hubert puts it, “bloat is still soft-
ware’s biggest vulnerability.”8 He recalls Wirth’s 1995
article9 pleading for lean software. Although smaller
software does not require new languages or hardware,
“the European Union has launched three pieces of leg-
islation that should have software companies on high
alert: NIS2 for important services; the Cyber Resilience
Act for almost all commercial software and electronic
devices; and a revamped Product Liability Directive
that also extends to software. . . . the E.U.’s Cyber
Resilience Act explicitly tells vendors to minimize the
attack surface.”8 As Tony Hoare noted in 1980, “There
are two ways of constructing a software design: One
way is to make it so simple that there are obviously no
deficiencies . . . ”10
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