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Abstract

NeXL is a collection of Julia language packages (libraries) for X-ray mi-
croanalysis data processing. NeXLCore provides basic atomic and X-ray
physics data and models including support for microanalysis-related data
types for materials and k-ratios. NeXLMatrixCorrection provides algo-
rithms for matrix correction and iteration. NeXLSpectrum provides util-
ities and tools for energy dispersive X-ray spectrum and hyperspectrum
analysis including display, manipulation and fitting. NeXL is integrated
with the Julia language infrastructure. NeXL builds on the Gadfly plot-
ting library and the DataFrames tabular data library. When combined
with the DrWatson package, NeXL can provide a reproducible environ-
ment in which to process a microanalysis data set. Data availability and
data analysis are two keys to reproducible research. Not only should read-
ers of journal articles have access to the data, they should also be able
to perform the analysis steps that transform the data into the published
results. This paper will both discuss the NeXL framework and provide
examples of how it can used for reproducible research.

1 Introduction
A core facet of reproducible research [Munafò et al., 2017] is reproducible data
analysis [Peng, 2011]. To be truly reproducible, it is necessary that not only can
other researchers reproduce your data, but they can also reproduce your data
analysis procedures. Many data analysis pipelines are complex, involving many
steps and many tools. Unless each of these steps is carefully documented and
the procedure followed rigorously, it can be a challenge even for the original re-
searcher to precisely reproduce published results. This is particularly true when
the tools are closed-source commercial products with graphical user interfaces
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(GUI). Ensuring that the tools produce identically the same outputs requires
ensuring that the software versions are identical and all configuration and pref-
erence options are identical. Documenting data analysis performed with a GUI
is not impossible but is rarely done with the level of detail necessary to permit
reproduction.

Scriptable, Free and Open Source Software (“FOSS”) tools facilitate repro-
ducible data analysis. Scriptable tools allow the precise steps used to perform
a data analysis to be recorded unambiguously. FOSS tools allow researchers to
access not only the tools used to process the data but also the underlying source
code. With FOSS tools, researchers can evaluate and validate the algorithms
used to process the data.

However, FOSS tools don’t ensure reproducibility unless great care is taken
to track the precise software versions used to process the data. It is not enough
to record the versions of the primary libraries used, it is also necessary to track
the versions of each dependency (library on which the primary library depends.)
Some modern programming languages facilitate tracking dependencies by inte-
grating tools for dependency management and recording not just the libraries
that are explicitly included but also those that are included as dependencies.
For example, this project depends on 19 libraries directly and an additional 279
libraries as dependencies.

Julia1 is a high-performance, dynamic, Open Source computer language de-
veloped over the last decade at MIT [Bezanson et al., 2017]. Julia is scriptable
like Python or Matlab but compiles to machine code like C, C++ or FORTRAN.
Its multiple dispatch paradigm allows the expression of many functional and
object oriented programming patterns. By combining scriptability with speed,
Julia addresses the “two language” problem defined as when algorithms imple-
mented in an interpreted language are too slow and must be re-implemented in
a compiled language.

Julia was chosen for these libraries because speed is critical for processor
intensive, high data volume tasks like quantifying hyperspectra. When Julia
first executes a fresh block of code, it performs a Just-in-Time (JIT ) compilation
step. The JIT compilation step tends to make algorithms initially feel slow.
However, once the code has been compiled, the compiled code is reused and
executes quickly. Thus Julia is suited to tasks which involve repeated tasks like
quantifying each of the point spectra in a spectrum image, where a multi-second
JIT compilation step is amortized over a large number of uses. Compiled Julia
code is capable of execution speeds that can match C or FORTRAN but only on
code that is type-stable, minimizes memory allocations and observes a handful
of other best practices.

Julia provides an integrated package manager ecosystem which can ensure
precise versioning of packages (Julia’s name for libraries) and their dependencies.
The package manager downloads libraries from a centrally managed package
repository containing not only the current version of a package but also all his-

1Disclaimer: Any mention of commercial products is for information purposes only; it does
not imply recommendation or endorsement by NIST.
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torical versions. This permits the precise reproduction of all 19 primary libraries
plus 279 dependencies in this project in a minute or two. Third-parties may
add packages to the repository but must follow strict guidelines as to versioning,
continuous integration testing and other best practices. When the package man-
ager is combined with libraries like DrWatson [Datseris et al., 2020], a toolkit
for reproducible data analysis, Julia has all the features necessary to implement
reproducible data analysis. Tutorials on Julia syntax and packages are available
through resources like JuliaAcademy (https://juliaacademy.com/), the
Julia website (https://julialang.org/) and the Julia language YouTube
channel (https://www.youtube.com/c/TheJuliaLanguage).

This article will introduce NeXL, a novel collection of Julia packages focused
on X-ray microanalysis. The NeXL packages are available through the managed
package repository. The article is accompanied by a project, HyperspectraWithNeXL.jl,
which combines NeXL and other Open Source tools to reproduce the figures, ta-
bles and other results presented in this paper.

1.1 Alternative Open Source Tools
There are a handful of other Open Source tools available for processing X-ray mi-
croanalysis data including BadgerFilm [Moy & Fournelle, 2020, 2021], CalcZAF
[Armstrong et al., 2013] and NIST DTSA-II [Newbury & Ritchie, 2015]2. These
pieces of software are designed primarily to be used through a graphical user in-
terface (GUI). While the source code is available for each one at the OpenMicro-
analysis website https://github.com/openmicroanalysis, the projects
were not designed for code reuse. The GUI, while making these packages easy
to use, limits flexible reuse and does not support reproducible data analysis
protocols.

NeXL is most similar to the FOSS package HyperSpy [de la Peña et al.,
2017]. HyperSpy is a Python library for interactive data analysis of multidi-
mensional data sets. While NeXL is focused on X-ray microanalysis, HyperSpy
can handle this type of data plus additional hyperspectral data types like cath-
ode luminescence (CL) and electron energy loss spectroscopy (EELS ). HyperSpy
can combine multiple data types into a multi-spectral multi-dimensional data
set. HyperSpy’s tool set is more broad and more mature than NeXL but less
deep with respect to X-ray microanalysis. For example, HyperSpy does not
provide quantitative analysis routines for electron probe microanalysis data.
HyperSpy is built on the NumPy numerical data algorithms and provides some
machine learning tools. Since NeXL and HyperSpy each provide tools that the
other lacks, NeXL has implemented a reader and writer for HyperSpy’s vari-
ant of the HDF5 data file format [Folk et al., 2011] to allow data interchange.
For example, you might quantify a hyperspectrum using NeXL and then ap-
ply the machine learning tools in HyperSpy to the results. pyjulia (https:
//github.com/JuliaPy/pyjulia) and PyCall (https://github.com/

2Download DTSA-II from: https://cstl.nist.gov/div837/837.02/epq/dtsa2/
index.html
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JuliaPy/PyCall.jl ) are interoperability tools that permit calling Julia tools
from Python and vice versa.

1.2 Reproducible Data Analysis

Reproducibility of results is one of the core tenets of science. Under su�ciently
well-controlled conditions, the results of an experiment or calculation should
be able to be reproduced by other researchers. However, identifying and doc-
umenting the necessary and su�cient experimental procedures and conditions
can be a challenge. Often we are not in su�cient control of our environment
to fully know which conditions are relevant. This is true in the measurement
process, the data analysis process and the modeling process.

Some of the challenges to reproducing data analysis calculations include:

Data Access All the necessary data and meta-data must be accessible.

Data Formats The data must be in formats that can be read by available
tools.

Software Access Identical versions of all the data analysis software must be
available.

Reproducible Procedures The procedures used to process the data must be
replicated step-by-step.

Documentation Every relevant aspect of the data analysis process must be
documented.

Data Work�ow The methods used to transfer data between disparate tools
like those for data reduction, summarization, tabulation and plotting must
be documented and reproducible.

Julia has a particularly comprehensive infrastructure for reproducible com-
putation. All the relevant software components of a computational environment
can be replicated precisely to ensure reproducible computations. This typically
means that the person attempting to replicate a calculation must be running
the same versions of the same languages with identical versions of all dependent
libraries. Given the complexity of many projects, it can be extremely chal-
lenging and time consuming to replicate a computation environment without
supporting utilities like those provided by DrWatson in cooperation with the
Julia package manager.

There remains the issue of operating system (OS), drivers, custom hardware
and other more subtle parts of the computational environment. While Julia and
the libraries are tested on multiple systems with Unix-like, Apple and Windows
operating systems, it is not possible to guarantee that environment di�erences
will never produce disparate results. The Julia developers do as much as is
reasonable to perform unit and regression testing on the language and registered
libraries on each operating system. Short of controlling the hardware and all
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operating system software, there is little any language environment can do to
totally eliminate these concerns.

The primary topic of this paper is a new framework for microanalytical
data analysis in the Julia language calledNeXL. Secondarily, it will discuss
some of the tools that facilitate reproducible data analysis. All the results
published in this paper can be replicated using the project in the repository at
https://github.com/usnistgov/HyperspectraWithNeXL.jl .

1.3 The NeXL Framework

NeXL is a set of Julia language code and data libraries implemented as Julia
packages. Currently, the basicNeXL framework consists of these libraries:

NeXLUncertainties Provides data types and algorithms for uncertainty
analysis.
Source:
https://github.com/usnistgov/NeXLUncertainties.jl
Documentation:
https://pages.nist.gov/NeXLUncertainties.jl/

NeXLCore Provides X-ray physics, electron physics and core microanalytical
data and algorithms.
Source:
https://github.com/usnistgov/NeXLCore.jl
Documentation:
https://pages.nist.gov/NeXLCore.jl/

NeXLMatrixCorrection Provides matrix correction and iteration algorithms.
Source:
https://github.com/usnistgov/NeXLMatrixCorrection.jl
Documentation:
https://pages.nist.gov/NeXLMatrixCorrection.jl/

NeXLSpectrum Provides data types and algorithms for spectrum and hyper-
spectrum visualization and analysis.
Source:
https://github.com/usnistgov/NeXLSpectrum.jl
Documentation:
https://pages.nist.gov/NeXLSpectrum.jl/

NeXLParticle Provides specialized tools for processing automated particle
analysis data sets.
Source:
https://github.com/usnistgov/NeXLParticle.jl

NeXL is designed around the idea of many smaller focused libraries rather
than one monolithic library. This encourages the user to use only the libraries
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needed. For example, the analysis of wavelength dispersive data only requires
the NeXLCore and NeXLMatrixCorrection libraries. It also encourages
users to develop their own libraries to address focused microanalysis problems
while taking advantage of whatever algorithms they require from the NeXL
framework.

1.4 DrWatson

To help implement a reproducible work�ow, a Julia package calledDrWatson
that "helps people manage their scienti�c projects" was used. DrWatson is
designed to work within the Julia package manager system to create a repro-
ducible environment for performing scienti�c calculations. It enforces speci�c
versions of Julia packages to ensure that precisely the same source code is used
to replicate calculations. In addition, DrWatson provides a standard structure
to di�erentiate and organize raw data, processed data, analysis scripts, plots
and other output items. DrWatson integrates with the Git repository system
to allow projects to be shared via online resources like GitHub and GitLab. A
DrWatson project has been created to share the scripts and data discussed in
this paper.

One minor shortcoming ofDrWatson is imposed by its reliance on GitHub/Git-
Lab. These services are not well suited to binary data and often limit the
size of �les that can be checked into a project. Since hyperspectra can be
tens-of-gigabytes in size, the hyperspectrum data needs to be archived else-
where. I've chosen to register and store the raw data in the NIST Public
Data Repository site (https://data.nist.gov ) and then integrated code
to download the data the �rst time it is needed using the DataDeps.jl package
(https://github.com/oxinabox/DataDeps.jl ) [White et al., 2019].

1.5 Work Environments

There are numerous di�erent ways to interact with the Julia language. The base
environment is the �read-evaluate-print loop� or �REPL� - a basic text command-
line interface. However, being text based, the REPL isn't a good match for
plots or image processing. Julia also supports the Jupyter notebook and re-
lated environments (https://jupyter.org/ ) through the IJulia package
(https://github.com/JuliaLang/IJulia.jl ). Jupyter notebooks are
browser-based interactive notebooks which can combine text, code, plot and
image output. The resulting notebooks can be shared and serve as an excel-
lent record of how data is processed or how a calculation was performed. Julia
provides alternatives to Jupyter notebooks - Pluto notebooks and Weave doc-
uments. Pluto notebooks (https://github.com/fonsp/Pluto.jl ) are
more interactive than Jupyter notebooks but Pluto notebooks can be unre-
sponsive when a process step takes more than a few seconds. Weave note-
books (https://github.com/JunoLab/Weave.jl ) are suitable for gener-
ating documents from computations that take time - like processing hyperspec-
tra. Finally, there are interactive development environments (IDE ) like Vi-
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sual Studio Code with Julia support (https://www.julia-vscode.org/ ).
These are suited to working directly on the underlying package code. Recently,
Visual Studio Code has integrated the ability to edit and execute Jupyter note-
books.

2 Methods and Data

Results from two distinct data sets will be presented to illustrate the capabil-
ities of the NeXL libraries. The �rst represents point spectra collected from
K2496 glass using a Bruker 6030 silicon drift X-ray detector on a JEOL JXA-
8500F at a beam energy of 10 keV and a probe current of 20.0 nA. K2496 is a
NIST-engineered glass containing Ba, Ti, Si and O. Suitable standards (from
MgO, Si, Ti, BaCl 2, Sanbornite and Benitoite) were collected under similar
conditions. The second data set was collected using a TESCAN MIRA-3 Schot-
tky �eld-emission scanning electron microscope with four independent 30 mm2

Pulsetor Torrent silicon drift X-ray detectors mounted at approximately 90 °
increments around the azimuth. The hyperspectral data was collected from a
cut and polished cross-section from a deep sea manganese nodule. Manganese
nodules are mineral concretions that range in size up to 20 cm in diameter.
Although they can form in any large body of water, they form primarily on
oceans' abyssal plains at depths from 4000 m to 6000 m. Manganese nodules
form at growth rates estimated to be 1 cm per million years. They are known
to be quite abundant in some places on the ocean �oor. Numerous mecha-
nisms have been proposed for their formation: precipitation from seawater,
hydro-thermal volcanic activity, biogenic, decomposition of basalt and diage-
netic mobilization of Mn [Blothe et al., 2015]. The hyperspectrum presented
in this paper comes from a4:096 mm� 4:096 mm area which was imaged at a
4096 pixels� 4096 pixelsover a period of 19 hours. The hyperspectral data was
binned to 1024 pixels� 1024 pixelsbefore analysis to improve the signal-to-noise
ratio. Standards were collected under similar conditions for Ag, Al, BaF2, C,
CaF2, CeO2, Cr, Cr, Cu, Fe, FeS2, GaP, KBr, Mg, MgO, Mn, NaCl, Ni, Os,
Si, Ti and Zn. The spectra from all four detectors were summed to create an
aggregate spectrum which is used as a reference to �t the hyperspectrum data.
Five 60 s spectra were collected from each material and theDTSA-II Spectrum
Bundler [Ritchie et al., 2017] was used to selected the most similar three to
�ve spectra which were summed to produce the �nal standard. A backscattered
electron image of the analyzed area is shown in Figure 5. This image hints at
the richness of the structure in the sample. Concentric rings are seen emanating
from a point in the upper quadrant of the image. A DrWatson project has
been created which encapsulates the data and code to reproduce all the results
presented in this paper. It can be downloaded fromhttps://github.com/
usnistgov/HyperspectraWithNeXL.jl . The project will automatically
download the Mn nodule data once from the NIST Public Data Repository
(https://data.nist.gov/od/id/mds2-2467 ) on �rst demand.
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3 The NeXL Framework

This section will discuss the structure of the NeXL packages and provide exam-
ples of common functionality.

3.1 NeXLCore - Basic X-ray and Electron Physics

The NeXLCore package provides basic X-ray physics. For consistency across
libraries within NeXL, all energies are in electronvolts (eV), all lengths are in
centimeters, mass is in grams, time is in seconds, angles are in radians and pres-
sure is in pascals. A commonly used feature is then"..." macro which provides
functionality to parse common Julia classAbstractString representations of
elements, atomic sub-shells, transitions and characteristic X-rays into the re-
spective data type representationsElement , AtomicSubShell , Transition and
CharXRay .

� �
julia> # Parse a single element
julia> n"Fe"
julia> # Parse a vector of Element data types
julia> [ n"Fe", n"Cr", n"Ni" ] # As Element items
julia> # Parse a vector of atomic sub-shells
julia> [ n"Fe L1", n"Fe L2", n"Fe L3" ] # As AtomicSubShell items
julia> # Parse a vector of transitions
julia> [ n"K-L3", n"L3-M5", n"M5-N7" ] # As Transition items
julia> # Parse a vector of characteristic X-rays
julia> [ n"Fe K-L3", n"Fe K-M3", n"Fe L3-M5" ] # As CharXRay items

� �

The NeXLCore package also provides functions to access the physical properties
of these types.

� �
julia> # The edge energy of the Fe K atomic sub-shell
julia> energy(n"Fe K")
7112.0
julia> # The transition energy of the F K-L3 characteristic X-ray
julia> energy(n"Fe K-L3")
6403.9
julia> # Returns an array of characteristic X-ray energies
julia> energy.([ n"Fe K-L3", n"Fe K-M3", n"Fe L3-M5" ])
3-element Vector{Float64}:

6403.9
7058.0

704.4999999999999
� �

The f.(args) is a common Julia language construct called `broadcasting' in
which a function f is applied to many items in a collection args by applying
the function to each item and returning the result as an Array or Tuple .

A macro is also provided to parse common representations of composition
into Material data type representations.

� �
julia> # From stoichiometric formula
julia> mat"Ca5(PO4)3F"
julia> mat"NaAlSi3O8"
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julia> # 80% gold by mass and 20% copper by mass
julia> mat"0.8 * Au+0.2 * Cu"
julia> # Or even combining the two (80% by mass quartz plus 20% by mass alumina)
julia> mat"0.8 * SiO2+0.2 * Al2O3"
julia> # The mat"..." syntax is a limited shortcut for
julia> m = parse(Material, "Ca5(PO4)3F", name="Fluorapatite", density=3.2)
julia> # Output as a DataFrame
julia> using DataFrames
julia> asa(DataFrame,m) # producing output like
4� 7 DataFrame

Row Material Element Z A MassFrac NormMass AtomFrac
|

1 Fluorapatite O 8 15.999 0.380702 0.380702 0.571429
2 Fluorapatite F 9 18.9984 0.0376728 0.0376728 0.047619
3 Fluorapatite P 15 30.9738 0.184258 0.184258 0.142857
4 Fluorapatite Ca 20 40.0784 0.397367 0.397367 0.238095

� �

Many data types de�ned within NeXL can be converted to tabular represen-
tations using asa(DataFrame, s) where s is the data item.

3.2 Spectra and Hyperspectra

NeXLSpectrum provides two data types to represent energy dispersive X-ray
spectra (EDS) - a single point spectrum type and an N-dimensional hyperspec-
trum type. Point spectra are represented by the Spectrum data type. The
internal representation of the counts data may be in any validReal type which
includes integers and �oating point representations. Internally, a Spectrum data
item combines an energy scale model, spectrum properties map and a count ar-
ray. Most often the energy scale is represented by a simpleLinearEnergyScale
data item consisting of the familiar zero-o�set and channel width in electronvolts
(eV). Non-linear energy axes are also supported.

Spectrum data types behave like both aVector and a Dict . The counts
data in a Spectrum data type spec may be accessed usingInt , CharXRay or
AbstractFloat arguments.

� �
julia> # Return the 100-th counts channel
julia> spec[100]
julia> # Return the 100-th through 110-th counts channel as an array
julia> spec[100:110]
julia> # Returns the channel data at 6403.9 ev
julia> spec[6403.9]
julia> # Return the channel data between energies 6303.9 eV and 6503.9 eV
julia> spec[6303.9:6503.9]
julia> # Return the counts in the channel at the energy of the Fe K-L3 X-ray
julia> spec[n"Fe K-L3"]

� �

The meta-data properties are also maintained within the Spectrum object
but are indexed usingSymbol tags. Symbol tags are a fundamental feature of
the Julia language and represent a very e�cient way to index into dictionary
data types. Users may de�ne their own meta-data properties and store them
associated withSymbol tags in the spectrum's properties.

� �
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Figure 1: A spectrum plot generated usingGadfly comparing FeS and FeS2.
Notice how curiously, the intensity in the Fe L-lines don't vary much despite Fe
varying between 0.64 mass= fraction and 0.47 mass= fraction.

julia> # Access the beam energy in eV
julia> spec[:BeamEnergy]
julia> # Access the probe current in nA
julia> spec[:ProbeCurrent]
julia> # Access the take-off angle in radians and convert to degrees
julia> rad2deg(spec[:TakeOffAngle])

� �

Spectrum data types are usually constructed by reading them in from disk
�les. The loadspectrum(filename::AbstractString) function uses �le type
detection to determine which reader to use and currently understands the ISO/EMSA
[ISO, 2012], Bruker PDZ, Bruker SPX and ASPEX TIFF spectrum types but
can be user-extended to read other types.

� �
julia> # Read a single spectrum
julia> s1 = loadspectrum(joinpath(datadir(),"exp_raw","Spectrum 1.msa"))
julia> # Read 10 spectra "Spectrum 1", "Spectrum 2",..., "Spectrum 10" into an array.
julia> s1to10 = loadspectrum.(joinpath(datadir(),"exp_raw","Spectrum $i.msa") for i in 1:10)

� �

Spectrum data items can be visualized using theGadfly plotting pack-
age[https://github.com/GiovineItalia/Gadfly.jl ] [Jones et al., 2021]
as shown in Figure 1. Additional methods have been implemented for the
Gadfly plot function to provide custom plotting of Spectrum objects with
niceties such as KLM-lines.

� �
julia> # To display in a Jupyter notebook, Weave document or within the Juno or Visual
julia> # Studio Code environments
julia> plot(fes, fes2, klms=[n"Fe",n"S"], xmax=10.0e3)
julia> # Or to output the plot as PDF file (see Figure 1)
julia> using Cairo, Fontconfig
julia> plot(fes, fes2, klms=[n"Fe",n"S"], xmax=10.0e3) |> PDF("FeS vs FeS2.pdf", 8inch, 2inch)

� �

While it is possible to construct N-dimensional Array s of Spectrum data
types, it is often convenient to represent N-dimensional spectra (or hyperspec-
tra) in a more memory and computationally e�cient form represented by a
HyperSpectrum data type. A HyperSpectrum di�ers from an Array{Spectrum}
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in that all the spectra must share the same energy scale and spectrum properties
(except possibly the :LiveTime property which is maintained on a per-point
basis.)

A HyperSpectrum acts like an Array{Spectrum} . Indexing a single pixel
in a HyperSpectrum will return a Spectrum object and indexing a range will
return a smaller HyperSpectrum .

� �
julia> using Unitful
julia> # Read in a hyperspectrum from a RPL/RAW file
julia> hs = HyperSpectrum(

LinearEnergyScale(0.0,10.0),
Dict( # Define spectrum properties

:ProbeCurrent => 1.0, # nA
:LiveTime => 0.1730, # seconds / pixel
:BeamEnergy => 20.0e3, # eV
:Name => splitdir(path)[2],
:TakeOffAngle => deg2rad(35.0)

),
readrplraw(joinpath(path,"map[15]")), # Read the data from a file
fov = ( 4.096u"mm", 4.096u"mm" ), # field-of-view for each axis
offset = ( 10.3u"mm", 30.1u"mm" ) # the center of the HyperSpectrum

)
julia> # Compress the data type to the smallest capable of holding the maximum counts
julia> # and trim the maximum channel dimension to just contain all non-zero channels
julia> hs = compress(hs)

� �

The data in a HyperSpectrum is organized in rows then columns and then
additional axes to be consistent with the way Julia handles arrays and to make
conversion to images trivial. To extract planes of channel counts out of the
HyperSpectrum for display as images, use theroiimage(...) or roiimages
functions. The primary di�erence between these is that roiimage scales a
single region-of-interest's (ROI ) data such that the highest count pixel is white
whereas roiimages takes a Vector of arguments and scales all the returned
images to the highest count pixel in any of the images. The latter is better for
comparisons since the resulting images are on the same counts gray scale.

� �
julia> hs[103,25] # The spectrum at row 103, column 25
julia> hs[101:105,22:28] # Extract a 5 x 7 HyperSpectrum
julia> # Create a counts image for a range of +-0.5 FWHM around the Fe K-L3
julia> hs[n"Fe K-L3"]
julia> # Create a counts image for a Vector of ROIs
julia> hs[ [ n"Fe K-L3", n"Cr K-L3", n"Ni K-L3" ] ]
julia> # Save a count image to a PNG file (a no-loss format)
julia> using FileIO
julia> FileIO.save("Fe K-L3 roiimage.png", hs[n"Fe K-L3"])

� �

Counts images are a very crude way of visualizing electron excited X-ray spectra
and not recommended beyond crude data exploration. The bremsstrahlung
background will often lead to visual artifacts which can be deceptive and lead
to erroneous conclusions about minor and trace elemental abundances. A better
way to interpret hyperspectrum data is via k-ratio maps and the best way is
via matrix corrected compositional maps. Both of these options are available in
the NeXL framework (see Section 3.3.)
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Figure 2: The max-pixel spectrum associated with the Mn nodule map.

Through the AxisArrays.jl package (https://github.com/JuliaArrays/
AxisArrays.jl ), HyperSpectrum objects contain spatial or temporal scale
information for the non-counts axes. As shown above, it is possible to attach
physical units to the scales using theUnitful.jl package (https://github.
com/PainterQubits/Unitful.jl ). The axis scale information is accessed
like this.

� �
julia> using AxisArrays
julia> AxisArrays.axes(hs,1)[10] # The spatial coordinate of the 10th row
julia> AxisArrays.axes(hs,2)[99] # The spatial coordinate of the 99th column
julia> AxisArrays.axes(hs,2)[1:100] # The spatial coordinates of the 1st through 100th column

� �

Before we can quantify the hyperspectrum, we need to know which elements
are represented in the data. Bright's max-pixel spectrum [Bright & Newbury,
2004] is a useful tool for visualizing elemental peaks even when they are repre-
sented in only one pixel. Figure 2 was generated with this code:

� �
julia> mp = maxpixel(hs)
julia> plot(mp, klms=[ n"C", n"O", n"Ag", n"Al", n"Ba", n"Ca", n"Cr", n"Cl", #

n"Fe", n"S", n"P", n"Cu", n"K", n"Mg", n"Mn", n"Na", n"Ni", n"Si", #
n"Ti", n"Zn", n"Os" ], xmax=10.0e3)

� �

3.3 Fitting and Quantifying Spectral Data

Figure 3 shows the �ow of data through the process of converting measured
spectra into estimates of composition. In a microanalytical composition mea-
surement, each element in the unknown must be accounted for in the measure-
ment process. An element can be measured viak-ratio measurement or it may
be computed using an assumed compositional model. Ak-ratio is simply a dose-
normalized ratio of measured characteristic X-ray intensities from the unknown
and standard materials. The intensities must be measured over the same range
of energies and must be corrected for interfering peaks from other elements and
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Figure 3: The �ow of data through the quanti�cation process. The unknown
spectrum is �t using the initial set of standard spectra to produce a set of k-
ratios. Optionally, the measurements can be re-standardized by reinterpreting
the measuredk-ratios relative to di�erent standards. It is also possible to add
k-ratios measured using wavelength dispersive spectroscopy (WDS) at this point
for a combined WDS/EDS analysis. The k-ratios are matrix corrected to pro-
duce estimates of composition. If it is not possible or not desirable to measure
an element, this element can often be modeled using anunmeasured element
rule. An example of one such rule is theoxygen-by-stoichiometrymodel.

for the bremsstrahlung continuum.

k`;unk;std =
I `;unk

I `;std
(1)

where ` indexes a series of characteristic X-rays for an element,I `;unk and I `;std

represent the dose-normalized and interference corrected intensities for thè
series of X-rays. For wavelength dispersive spectrometry (WDS),̀ may be a
single characteristic X-ray but for EDS ` can represent from one to a contiguous
extent of 20 or more distinct characteristic X-rays.

Contrary to conventional wisdom, interpreting interfering peaks from mul-
tiple elements is a long-resolved problem. While it may be hard sometimes
to disentangle interfering peaks by eye, numerical least-squares �tting algo-
rithms can reliably separate interfering peaks. Consider, for example, the
engineered glass K2496 which contains Ba, Ti, Si and O. Figure 4 shows
the raw spectrum and residual spectrum resulting from a least-squares �t-
ting algorithm. Nominally, this material has 0.4299 mass= fraction Ba and
0.018 mass= fraction Ti. Three replicate measurements produced measures of Ba
of (0.4281� 0.0008) mass= fraction and Ti of (0.0170 � 0.0005) mass= fraction
despite the Ba L/Ti K interference and the small magnitude of the Ti K peaks
relative to the Ba L peaks.
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� �
# Load the necessary libraries
using NeXLSpectrum
using Gadfly, DataFrames
# Load the unknown spectra from disk
specpath = normpath(joinpath(@__DIR__,"..","data","exp_raw","K2496"))
k2496 = loadspectrum.(joinpath(specpath,"K2496_$(i).msa") for i in 1:3)
# Construct and apply the detector to the unknown spectra
det = matching(k2496[1], 132.0, 110, Dict(MShell=>n"Cs"))
k2496 = map(s->apply(s, det), k2496)
# Load the reference spectra and construct the filtered references
refs = references([

reference(n"Si", joinpath(specpath, "Sanbornite std.msa"), mat"BaSi2O5"),
reference(n"Ba", joinpath(specpath, "Sanbornite std.msa"), mat"BaSi2O5"),
reference(n"Ba", joinpath(specpath, "BaCl2 std.msa"), mat"BaCl2"),
reference(n"O", joinpath(specpath, "MgO std.msa"), mat"MgO"),
reference(n"Ti", joinpath(specpath, "Ti std.msa"), mat"Ti") ], det)

# Fit the unknown spectra with the filtered references
fs=fit_spectrum(k2496, refs)
# Plot the raw spectrum and the residual
display(plot(fs[1]))
# Matrix correct the k-ratios and tabulate the results
q=quantify.(fs)
nom = parse(Material, "0.323 * O+0.2291 * Si+0.018 * Ti+0.4299 * Ba",name="Nominal")
asa(DataFrame, q, nominal=nom)

� �

Table 1: An example script demonstrating �tting and quantifying point spectra.
First, the script loads the three unknown spectra from ISO/EMSA �les. Then
it uses the properties of the �rst spectrum to construct a model of the X-
ray detector with an energy scaleE(i ) = � 480:5 + 5:00525i , a resolution at
Mn K � of 132.0 eV, and low-level discriminator of 110 channels. Setting the
MShell to Cs ensures that the Ba M-lines will be deemed visible on the detector.
The script applies the detector model to the K2496 spectra which primarily
applies the low-level discriminator to eliminate the zero energy strobe peak.
Next, the references are loaded from disk and �ltered for each element in the
unknown. You will notice that there are two references for Ba because the
M-lines of Ba interfere with the O K lines so Sanbornite cannot be used as
a reference for Ba M-line or O K lines. Instead BaCl2 is used as reference
for Ba and MgO as a reference for O. Next, all three unknown spectra are �t
using the �ltered references. This computes thek-ratios and other outputs from
the �lter-�t process like the residual spectrum and returns them in a vector of
FilterFitResult data types. The plot(...) function has been specialized for
FilterFitResult data items to plot the raw spectrum, residual andk-ratios as
in Figure 4. Finally, the k-ratios are converted into estimates of the composition
by applying a matrix correction model and returning the result as a vector of
IterationResult data items. The results are tabulated in aDataFrame along
with the nominal composition.
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Figure 4: The raw K2496 spectrum and the residual spectrum. The residual
is computed by subtracting the k-ratio scaled / background corrected reference
spectra from the raw spectrum. When a spectrum has been well �t, the result
will look like a bremsstrahlung-only spectrum. The bars above the peaks rep-
resent the regions-of-interest associated with the characteristic X-ray lines in
the label at the right end and the k-ratio above. The Ti K-L 3 and Ba L3-M5

regions-of-interest interfere as do the O K-L3 and the Ba M5-N7.
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Table 2: Exhaustive quantitative analysis results from 3 measurements of K2496
glass based on the results from the script in Table 1. The table contains infor-
mation about the standard material, the peak selected as the optimal k-ratio for
each element, mass-fractions, k-ratios and matrix correction factors. The matrix
correction factors include the standardZ (atomic number), A (absorption) and
F (characteristic secondary �uorescence plus factorsg to account for di�erent
beam energies between reference and unknown andc to account for absorption
by a coating material.

Label Elm Std X-rays C D C k D k g Z A F c gZAFc
K24961 Ti Ti Ti K-L3 + 3 others 0.0229 0.0003 0.0223 0.0003 1.0000 0.9790 0.9859 1.0061 0.9998 0.9711
K24961 Ba BaCl2 Ba L3-M5 + 27 others 0.4507 0.0006 0.5881 0.0008 1.0000 0.8433 1.0207 0.9999 0.9998 0.8607
K24961 Si Si Si K-L3 + 2 others 0.2231 0.0001 0.2057 0.0001 1.0000 1.1273 0.8205 1.0000 0.9970 0.9250
K24961 O MgO O K-L3 + 1 other 0.3182 0.0002 0.7568 0.0005 1.0000 1.1803 0.8715 0.9986 0.9190 1.0272
K24962 Ti Ti Ti K-L3 + 3 others 0.0228 0.0003 0.0221 0.0003 1.0000 0.9782 0.9860 1.0061 0.9998 0.9703
K24962 Ba BaCl2 Ba L3-M5 + 27 others 0.4491 0.0006 0.5855 0.0008 1.0000 0.8426 1.0207 0.9999 0.9998 0.8600
K24962 Si Si Si K-L3 + 2 others 0.2238 0.0001 0.2064 0.0001 1.0000 1.1265 0.8209 1.0000 0.9970 0.9248
K24962 O MgO O K-L3 + 1 other 0.3192 0.0002 0.7579 0.0005 1.0000 1.1795 0.8718 0.9986 0.9179 1.0268
K24963 Ti Ti Ti K-L3 + 3 others 0.0221 0.0003 0.0214 0.0003 1.0000 0.9787 0.9859 1.0061 0.9998 0.9708
K24963 Ba BaCl2 Ba L3-M5 + 27 others 0.4505 0.0006 0.5875 0.0008 1.0000 0.8430 1.0207 0.9999 0.9998 0.8604
K24963 Si Si Si K-L3 + 2 others 0.2238 0.0001 0.2064 0.0001 1.0000 1.1270 0.8207 1.0000 0.9970 0.9249
K24963 O MgO O K-L3 + 1 other 0.3187 0.0002 0.7581 0.0005 1.0000 1.1800 0.8730 0.9986 0.9179 1.0287
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As shown in Table 1, the �tting process involves �rst constructing a detec-
tor model to describe the performance of the EDS detector. Then reference
spectra are loaded and pre-processed to represent the di�erent elements in the
unknown. The pre-processed reference spectra are applied to the unknown spec-
tra to produce k-ratios. Finally, the k-ratios are matrix corrected to produce
compositional estimates. The results are shown in Table 2. Since each of these
steps can be subtle, they will be described in some detail.

3.3.1 Constructing a Detector

The critical performance characteristics of an EDS detector can be declared
using the BasicEDS type. The constructor for this type takes, in order, a
number of channels, a zero-o�set (in eV), a channel width (in eV), a resolution
(in eV at Mn K-L3), a low-level discriminator and then a dictionary de�ning
which elements are visible by shell.

� �
julia> det = BasicEDS(4096, -480.4, 5.00525, 132.0, 110, Dict(MShell => n"Cs"))

� �

The low-level discriminator (LLD=110 in this example) is the number of chan-
nels at the start of the spectrum which contain data that is not useful in the
quanti�cation process. The LLD is often used to eliminate zero-strobe peaksor
other low energy artifacts (often due to shot-noise) in the spectral data. The
visible shell data is used to determine which families of peaks are considered in
the �t process. The default values are

� �
julia> Dict(KShell=>n"Be", LShell=>n"Sc", MShell=>n"Ba", NShell=>n"Pu")

� �

This element and above will be assumed to be visible. At low overvoltage and
for detectors which have high quantum e�ciency, lower-Z thresholds can be
used.

3.3.2 Fitting Standards and Re-standardizing

To �t X-ray spectra including deconvolving interfering peaks, it is necessary to
have a clean representation of the peak structure of each element in the material.
Pure elements are often used. However, not all elements are available as pure
elements so it is necessary to use simple compounds for some. Spectra from
materials with clean representations of an element's peak structure are called
�tting standards. Fitting standards can also be used to quantify X-ray spectra
by extracting the k-ratio and then matrix correcting the k-ratio to take into
account the composition of both the standard and the unknown.

However, a �tting standard is not necessarily the optimal material to use
for matrix correction. Matrix correction is best when least needed. When the
composition of the standard used for matrix correction is similar to the unknown,
the magnitude of the correction will be close to unity and is more likely to be
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accurate. Thus we'd often like to restandardize or express the measuredk-ratio
in terms of a di�erent material. Equation 1 can be re-expressed in terms of two
materials which we call the �tting standard and the quanti�cation standard . We
have three spectra, the unknown, the �tting standard and the quanti�cation
standard, from which we can extract two k-ratios. The �rst k-ratio represents
the unknown with respect to the �tting standard and the second represents the
quanti�cation standard with respect to the �tting standard. We can rewrite
Equation 1 as

k`;u;q =
I `;u

I `;q

=
I `;u =I `;f

I `;q =I `;f

=
k`;u;f

k`;q;f
:

(2)

where u, f , and q refer to the unknown, �tting and quanti�cation standards
respectively. It should be noted that �tting standards can be used as quanti�-
cation standards in which casek`;q;f = 1 and we return to Equation 1.

k`;q;f can be measured when required or they can be tabulated. Since the
k-ratio is a function of the beam energy, take-o� angle and the materialsq and
f , they can be tabulated and reused. Since many instruments share a common
take-o� angle, k-ratios may be exchanged between microanalysts and labs much
as standard materials are today. Even when they don't share a common take-o�
angle, the k-ratios can be compensated using matrix correction algorithms to
account for small di�erences in take-o� angle. All that is necessary to share
a k-ratio is access to the common �tting standard material. If the community
of EDS labs were able to decide on a common set of �tting standards for each
element, it would facilitate sharing quanti�cation standards as k-ratios.

Uncertainty considerations suggest that re-standardizing using �tting stan-
dards makes the most sense for major elements (C � 0:1) and the least sense
for trace elements (C < 0:01). For major elements, count statistics represent a
fractionally small uncertainty and the uncertainty budget is dominated by the
matrix correction. For trace elements, the uncertainty budget is most likely
dominated by count statistics in the unknown. Using a standard with a similar
quantity of an trace element will mean that both the standard and unknown
will have signi�cant count statistics contributions to the uncertainty.

It is worthwhile to make a couple additional comments about Equation 2.
If the same spectrum is used as a reference to �t both the unknown and �t-
ting standard, the requirements on the �tting standard can be relaxed. In this
case, it is not necessary to know the composition of the �tting standard mate-
rial. Furthermore, it is not necessary that the �tting standard material be an
idealized, �at polished sample. The sameI `;f appears in the numerator and
denominator and thus cancels. In fact, in a simple uncertainty analysis, the
fact that I `;f appears in both the numerator and denominator suggests that the
quality of the �tting standard makes no di�erence in the accuracy of the �t.
This is only approximately correct and breaks down because it is the shape of
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the �tting standard that is critical, not the absolute magnitude of the inten-
sity. Poor quality �tting standard spectra will work reasonably well on simple
non-interfering peaks but will fail on trace interferences and other di�cult �ts.

NeXLSpectrum provides a mechanism for determining which materials are
suitable as �tting standards. Pure elements are suitable for all characteristic
X-ray lines visible in an element. Some simple compounds are also suitable
when the other elements are su�ciently far from the �tted elements charac-
teristic X-rays. Yet other materials are suitable for only some of the families
of visible characteristic X-rays. To know whether a compound is suitable as
a �tting reference, NeXLSpectrum provides the suitability(...) function.
This algorithm uses the same calculation based on detector performance and
weights-of-lines as the �lter �tting algorithm to determine the range of channels
associated with the peak of interest and all other peaks in the spectra. If the
other element ranges of channels do not overlap with the peak of interest's range
of channels, then the spectrum is suitable for use as a �tting reference for that
element. Occasionally, it is necessary to use two or more �tting references for a
single element when no one material can provide all the necessary clean views.

� �
julia> using NeXLSpectrum
julia> det = BasicEDS(4096, 0.0, 10.0, 132.0, 10,

Dict(KShell=>n"B", LShell=>n"Ca", MShell=>n"Cs"))
julia> suitability(n"Ba", det)

� �

which produces a table like shown in Table 3.
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Table 3: An example of the suitablility(...) function for the element Ba
on a typical performance SDD � 10.0 eV/channel and a resolution of 132.0 eV
at Mn K-L 3. A X indicates that the material is suitable as a reference for
the speci�ed family of characteristic X-rays. An 7 indicates that one or more
interferences with an other element in the material makes it unsuitable. Ba is
a particular challenge because the M-lines cover a broad range of energies in
common with ubiquitous light elements like O and F. The Ti K-family is a
well-known interference with the Ba L-family.

Material Count Ba M5-N3 + 16 others Ba L3-M5 + 27 others
BaCl2 2 X X
BaF2 1 7 X
BaSO4 1 7 X
Ba(NO3)2 1 7 X
Ba2NaNb5O15 1 7 X
SrBaNb4O12 1 7 X
BaTiO 3 0 7 7
BaTiSi3O9 0 7 7
BaTi 4O9 0 7 7
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Table 3 shows that BaCl2 is the only material which is suitable as a reference
for both the L- and M-families of peaks. This method of thesuitability(...)
function has an extensive but not exhaustive database of materials commercially
available as standards. There is a second method that allows you to specify your
own selection of custom materials.

Many EDS vendors choose to bypass requiring �tting standard spectra by
using modeled spectra for their �tting standards. This makes their software
much easier to use but may compromise quantitative performance particularly
when there are subtle and challenging interferences. Peak shapes are approx-
imately Gaussian but due to incomplete charge collection and other artifacts,
the peak shapes can diverge from the ideal shape. It is possible to add terms
to account for the artifacts, however these peak shapes are never as precise as
measured shapes. This is particularly evident when �tting trace element peaks
under major peak interferences. Small deviations in the shape of the major ele-
ment's �tting standard can lead to signi�cant deviations in the trace element's
measuredk-ratio.

3.3.3 Measuring Coating Thickness

If a k-ratio is measured for a coating element, thatk-ratio can be used to esti-
mate the mass-thickness of the coating so long as that element is not present in
the substrate. The composition of the substrate needs to be known to correctly
estimate the coating thickness. This is straight-forward in the case of a stan-
dard material for which the composition is known a priori . For the unknown
material, it is necessary to iteratively re�ne both the estimate of the material
composition and the coating mass-thickness. This is handled in the iteration
loop in NeXLMatrixCorrection . The algorithm is not as sophisticated as
true thin-�lm analysis programs like Stratagem [Galbert, 2007], BadgerFilm
[Moy & Fournelle, 2020] or XFilm [Llovet & Merlet, 2010] but is adequate for
layer thicknesses typical of conductive coatings. An example of using mea-
sured k-ratios to estimate the coating thickness can be found in the Jupyter
notebook https://github.com/usnistgov/HyperspectraWithNeXL.
jl/blob/main/notebooks/quantifyK2496_Benitoite_c.ipynb . The
results shown in Table 4 use the C K-L2 measured intensity to measure the
thickness of the carbon coating.

3.3.4 K2496 - An Example Using Fitting and Quanti�cation Stan-
dards
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Table 4: Mean quanti�cation results (in mass fractions) from three spectra mea-
sured from K2496 glass. The Nominal row contains the nominal composition of
K2496 glass. The Fitting row contains the estimated composition when quanti-
�ed against simple �tting standards (MgO, Si, Ti, BaCl 2). The Benitoite and
Sanbornite rows contain the estimate composition when quanti�ed using these
materials as similar standards for the elements O, Si, Ti and Ba.

Mode O Si Ti Ba Total
Fitting 0.319 0.224 0.023 0.450 1.015
Benitoite 0.331 0.224 0.022 0.434 1.011
Sanbornite 0.328 0.224 0.017 0.434 1.003
Nominal 0.323 0.229 0.018 0.430 1.000
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Table 4 summarizes the nominal composition, the composition using simple
�tting standards and the composition measured using Benitoite and Sanbornite
as similar standards. First, we used spectra collected from BaCl2, Ti, MgO,
Si and C to �lter-�t and quantify the three spectra. The results are shown
in the "Fitting" column. A spectrum was collected from Benitoite and from
Sanbornite and each was �t using the same �tting standards. The k-ratios of
K2496 relative to the �tting standards were re-standardized using the k-ratios
measured from Benitoite and again using Sanbornite. Furthermore, thek-ratio
relative to carbon was used to estimate the mass-thickness of the conductive
carbon coating on the K2496 glass and the Benitoite/Sanbornite standard. The
mass-thickness of the carbon coating was used to correct for absorption by the
coating. The results of quantifying using Benitoite are shown in the "Similar"
column. Using Benitoite or Sanbornite as a quanti�cation standard has many
advantages. These materials contain all the same elements as K2496 but a larger
mass-fraction of Ti and a smaller fraction of Ba. Since the materials are similar,
the matrix correction factors are typically smaller. Furthermore, because one
spectrum is being used to quantify all elements in the unknown, we know that
the probe dose is the same for all elements eliminating one source of uncertainty.

The example in Table 1 avoids the use of standards by using BaSi2O5 as
reference and standard for the Ba L-lines and BaCl2 as the reference for the
Ba M-lines. Only the L-lines are used in the matrix correction process so the
magnitude of the M L-line k-ratios isn't critical. An example of the same quan-
ti�cation with di�erent �tting references (using BaCl 2 as a reference for both
the L- and M-lines) then applying Sanbornite as a quanti�cation standard is
available in the DrWatson project.

3.3.5 Representation of k-ratios

There are two internal representations ofk-ratios in NeXLCore � KRatio and
KRatios . The �rst representation is suitable for Spectrum items and the second
for HyperSpectrum items. Both have the following data �elds in common.

xrays An array of one or more CharXRay items with which this k-ratio is
associated. WDS measurements typically have oneCharXRay but EDS
often have many.

unkProps and stdProps Dictionaries containing critical measurement param-
eters like :BeamEnergy and :TakeOffAngle . These are the same labels
used as properties for theSpectrum data type and are often copied directly
from the unknown and reference spectra in the �t process.

standard The Material against which the unknown has been compared to
estimate the composition.

kratio or kratios The k-ratio value or values.

KRatio has a single scalarkratio �eld containing a NeXLUncertainties.UncertainValue .
KRatios has an array of k-ratio values. For HyperSpectrum items, the asso-
ciated KRatios object will be an array with the same shape structure as the
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HyperSpectrum . The individual k-ratio values can be either a simple �oating
point number like Float64 or a NeXLUncertainties.UncertainValue carry-
ing both a value and an uncertainty. The individual k-ratios in a KRatios object
can be readily extracted as aKRatio for subsequent processing.

3.4 FilterFitResult

NeXLSpectrum uses a top-hat �lter to eliminate the bremsstrahlung contin-
uum [Schamber, 1977]. TheNeXLSpectrum 's implementation is novel in that it
adaptively adjusts the �lter width at each channel to match the resolution of the
detector. This allows the algorithm to better match both low and high energy X-
ray lines. The output from the fit_spectrum function is a FilterFitResult
object. The FilterFitResult object combines a label for the unknown spec-
trum, a vector of KRatio objects with the �t result and a couple of other data
items including the data necessary to construct a residual spectrum. As shown
in Figure 4, the plot(...) function has been specialized to display the raw
spectrum and residual overlaid with �t regions and k-ratios.

Internally, FilterFitResult maintains the k-ratios in an UncertainValues
object (from the NeXLUncertainties package.) UncertainValues objects
are designed to maintain the covariance relationship between multiple corre-
lated values. An UncertainValues object contains the values for a set of
variables along with a covariance matrix. Subsequent calculations can use the
UncertainValues object to maintain the covariance relationships or extract
the individual values as UncertainValue objects and lose this information.

In the case ofk-ratios, when two peaks interfere, the twok-ratios will have
a non-zero element in the covariance matrix. This can be thought of as a
statement about how statistical �uctuations can lead to characteristic X-rays
being misattributed to one peak rather than another. Consider two interfering
peaks, labeledA and B . When we �t peaks A and B , we attempt to assign
X-rays as coming from peakA or peak B . If X-rays are misattributed to peak
A, peak A's k-ratio will be too large and, to compensate, peakB 's will be too
small and vice versa. This is to say, errors in A's k-ratio and B 's k-ratio are
negatively correlated. This is the typical covariance relationship for interfering
k-ratios. Peaks that don't interfere are uncorrelated � there is no chance of
misattributing X-rays from one peak with the other.

3.5 Hyperspectra

Hyperspectra (also known as `image spectra') are just an N-dimensional array of
spectra sharing common properties. The classic example of a hyperspectrum is
an X-ray spectrum image which is a two-dimensional matrix of spectra collected
by rastering the electron beam over a rectangular area. However, a line scan
(a one-dimensional array of spectra), a focused-ion beam (FIB ) or microtomed
slice-and-map (a three-dimensional array of spectra), a time-series (one, two,
three or more dimensional array of spectra) or an automated particle analy-
sis data set could also be considered a hyperspectrum.NeXLSpectrum can
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� �
# Read a RPL/RAW file from the file pair "map[15].rpl" / "map[15].raw"
julia> hs = HyperSpectrum(

LinearEnergyScale(0.0,10.0),
Dict{Symbol,Any}(

:TakeOffAngle => deg2rad(35.0),
:ProbeCurrent => 1.0, # nA
:LiveTime => 0.72 * 4.0 * 18.0 * 3600.0/(1024 * 1024), # 18.0 hours on 4 detectors
:BeamEnergy => 20.0e3, # eV
:Name => splitdir(path)[2]),

readrplraw(joinpath(path,"map[15]"))
)
# Read a HyperSpy-style hspy file
julia> hs = read_hspy(joinpath(path,"barecore.hdf"))

� �

Table 5: A script showing two di�erent ways to load a HyperSpectrum from a
�le resource.

handle any dimensionality of hyperspectrum greater or equal to one. Through
AxisArrays support, the spatial, temporal, particle index or other characteris-
tics can be associated with a dimension.

All the spectra in a hyperspectrum must share properties like channel count,
energy scale,:BeamEnergy , :ProbeCurrent , :TakeOffAngle , except possibly
:LiveTime . There are two dominant timing modes used to acquire X-ray hy-
perspectra - constant live-time or constant real-time. Some systems adapt the
beam raster speed to maintain constant live-time per pixel. Others maintain a
constant raster speed and may provide pixel-based live-time measures.

Each pixel in an N -dimensional HyperSpectrum can be addressed using an
N -dimensional index as aSpectrum . Since it is just a Spectrum , any of the
methods used to process spectra can be used to process hyperspectra. However,
hyperspectra are di�erent in character from spectra. For one, the individual
spectra typically have far fewer counts. It makes sense therefore to optimize the
�tting and matrix correction process for hyperspectra. We will discuss three
levels of processing for interrogatingHyperSpectrum data items.

3.5.1 Loading Hyperspectra

NeXLSpectrum currently supports reading hyperspectrum data from three disk
formats - Bright's Ripple/RAW format ( https://www.nist.gov/services-resources/
software/lispix ), the HyperSpy hspy HDF5-based format [de la Peña et al.,
2017] and a custom SEMantics [Ritchie & Filip, 2011] format. An example is
shown in Table 5.

3.5.2 Mn Nodules

A backscattered electron image of the analyzed area is shown in Figure 5. This
image hints at the richness of the structure in the sample. Concentric rings are
seen emanating from a point in the upper quadrant of the image.
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