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Abstract: Rigorous experiments enabling reproducibility are needed to advance the rapidly growing field of robotics more efficiently. 

One-Sentence Summary: Requiring and rethinking reproducibility will foster faster progress in robotics.


Driven by progress in artificial intelligence, sensing, materials, computational power, and other fronts, robotic systems are advancing rapidly.  Massive numbers of papers are published in journals and proceedings documenting new capabilities and achievements across the spectrum of robotic applications and systems: an average of over 13,000 robotics papers were published annually between 2015 and 2017. The number and variety of commercially available robotic products are also expanding, echoing the growth of capabilities demonstrated in laboratories. Both in research laboratories and fielded applications, the successes of robotic systems -- and primarily only successes are published -- don’t necessarily tell the full story. How clearly have we established what problems are truly solved?  What mechanical designs, software algorithms, or sensing components can be successfully deployed in a given environment to perform a specific task?   Can one build on the foundations of existing systems? The “robot graveyards” found in the corners of many laboratories and factories are evidence that robotic systems don’t always live up to the promise of what’s published in a paper or a product brochure. As robots begin to permeate so many aspects of our lives and workplaces, it is essential that we have confidence in their capabilities and safety.    

As a first step, a more rigorous approach to conducting experiments and reporting results, such as that espoused by this journal, is necessary for creating a shared understanding of the current state of the myriad components that are required for robotic systems. In particular, encouraging and enabling reproducibility of experiments is essential. Even if an experiment is not fully reproduced, the complete description of the methods and conditions under which it was conducted provides necessary insights to help readers understand the correctness of the approach and whether the authors’ conclusions are warranted.  These insights, in and of themselves, should help provide greater rigor and more-informed decision-making about robotic systems and their components. 

The reproducibility context of a measurement is defined as “a set of conditions that includes the same measurement procedure, same location, and replicate measurements on the same or similar objects over an extended period of time, but may include other conditions involving changes.” (1).  Therefore, enabling reproducibility requires complete descriptions of the system under test; the methods, procedures, and artifacts that were used; and the conditions under which the tests were run. (Fig. 1)   The system’s description should include designs and fabrication guides for any custom or non-commercial hardware, as well as specifications of any commercial products integrated into the system that is being tested. The software controlling the system would ideally be made available, with adequate documentation to support its implementation. Factors affecting the software, such as the operating system version, must be part of the description. Procedures for conducting the tests should include methods for measuring the variables and system performance (such as fiducials, external sensors and their uncertainties, post processing, etc.), other data collected, and statistical design and analyses.  Artifacts involved in the test must be clearly and fully described, including relevant aspects that affect the performance of the system under test, such as material type, reflectivity, friction coefficients, etc.  Environmental conditions under which the tests were run must be described as fully as possible as they have effects on the robot’s performance. Ideally these would be quantified (e.g., ambient lighting affects the performance of many sensors, and electromagnetic spectrum conditions influence quality of wireless communications). 

Presenting the most challenges to reproducibility is the study of human-robot interaction (HRI) because of the range of physical and psychological, as well as environmental, factors that are involved that lack consensus definitions and measures. The devil is in the details, particularly for such complex systems as robots and more so if humans are involved.  Social interaction is such an essential component of the future of robotics that it is identified as one of the ten Grand Challenges by this publication, so it must be included in the reproducibility efforts.  (2)

The extensive effort (and expenditures) needed to reproduce an experiment from scratch makes it a generally impractical goal.  There are intermediate levels of replication that can be implemented in a more practical way. Examples include:
· Data-based reproducibility—Starting with the data gathered and posted by the authors, other researchers conducting the same statistical analyses to determine if equivalent results as those reported are achieved. (3)
· Broader use of benchmarks for experiments—Benchmarks are well-defined tests that a community agrees are representative of some technical or application challenge. Most robotics benchmarks are physical, but as physics-based simulations become more practical, virtual benchmarks will offer an attractive alternative, especially for evaluating algorithms.  Other fields, e.g., text recognition and face recognition, have progressed significantly in part due to the common use of benchmarks. 
· Using common hardware and software platforms (“one design”)—Typically, researchers focus on a particular aspect of robotics that they are trying to advance.  So much effort is needed to create a functioning system that progress towards the actual research goal is slow. If a common or “standard” robot platform or software infrastructure can be referenced, then only the specifics of the novel contribution have to be identified in detail. This approach, borrowed from auto- and boat-racing, would make reproducing the experiment less onerous.  (4, 5)
Combining the “one design” approach with benchmarks would enable analysis of the tangible advantages and differences between specific components or algorithms.  This could accelerate the rate of progress in robotics.   

Roboticists recognize the need for more rigor in experiments (e.g., (6)) and there’s encouraging progress towards addressing the barriers to reproducibility. Journals are starting to include auxiliary materials, such as datasets; some have launched a new category of papers specifically designed to support reproducibility. (7) Open-source software is maturing. The increasing fidelity of simulation systems is enabling meaningful experimentation in the virtual world.  Benchmarks and standard test methods are gaining prominence. (8, 9)  Encouragingly, the principal conference for HRI (ACM/IEEE International Conference on Human-Robot Interaction) has established reproducibility as one of five themes beginning in 2020. 

Explicitly identifying all the relevant factors that influence performance in experiments will lead to greater clarity in the robotics community about the state of the art and help answer questions about whether similar results are feasible in a different laboratory or application.  Alternatives to full-scale reproduction of experiments must be studied to ensure that they meet requirements and accrue the benefits of the scientific method.
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Fig. 1. Examples of experimental factors that affect reproducibility for peg-in-hole test methods.  
a.	Design and Fabrication Guides and Experimental Setup Description: Schematic describing the test setup and artifacts for experiments intended to measure the performance of a robotic system that is cyclically inserting two pegs into two holes.  For more information about the test method, including artifact fabrication instructions, see https://www.nist.gov/node/1340171/assembly-performance-metrics-and-test-methods. 
b.	Sensor Position Uncertainty: Illustration of two different systems under test for peg-in-hole evaluation in previous image.  In this case, the positioning and sensing errors are injected artificially by adding errors drawn from Gaussian distributions.  If sensing is used, the sensor uncertainties must be documented, along with relevant environmental conditions such as lighting. 
c.	Sensor Angle Uncertainty: Illustration of the angular uncertainty from two different sensors (c1) and (c2) mapped onto the computer-aided design (CAD) model of a part.   As can be seen, the orientation uncertainties, which would affect peg-in-hole operations, are dependent on the sensor and on the spatial location on the part itself.   [10]
d.	Datasets to Enable Benchmarking: Setup for another experiment that published datasets to allow evaluation of registration quality for peg-in-hole operations. https://www.nist.gov/el/intelligent-systems-division-73500/peg-hole-data 
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