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7.1 Introduction
An assurance case is a structured argument, supported by

evidence, intended to justify that a system is acceptably
assured relative to a concern (such as safety or security) in the
intended operating environment. In this chapter we will use
the example of software or functional safety of an automotive
system as our example of a system concern that imposes
requirements that require assurance. The “cases” for other sys-
tem stakeholder concerns, such as security or reliability or
timing, can be treated in a similar fashion. For a more compre-
hensive treatment of “concerns,” the reader is referred to the
NIST CPS Framework.1

Safety cases are often required as part of a regulatory
process, a certificate of safety being granted only when the reg-
ulator is satisfied by the argument presented in a safety case.
Example for automotive systems include crash safety and emis-
sions regulations. Industries regulated in similar ways for safety
include transportation (such as aviation, the automotive indus-
try, and railways), energy and medical systems. As such there
are strong parallels with the formal evaluation of risk used to
prepare a risk assessment. A vehicle safety case may demon-
strate the system to be acceptably safe to be driven on a road,
but conclude that it may be unsuitable for operation under spe-
cific circumstances, if there would then be a greater risk of

1National Institute of Standards and Technology, Cyber-Physical Systems Draft

Framework.
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harm, for example, a loss of control or an injury to the occu-
pant. A safety case should be revisited when an existing system
is to be repurposed.

In the context of ISO 26262,2 a standard for software or
functional safety for road vehicles, the safety case is defined as
the “argument that the safety requirements for an item are
complete and satisfied by evidence compiled from work pro-
ducts of the safety activities during development”.

To state that the safety properties of a system are complete
is to say that, for any hazard identified in the course of per-
forming the Hazard and Risk Assessment (HARA) or Hazard and
Operability Study (HAZOP) there are properties or requirements
in the Safety Case intended to address that hazard. The assur-
ance argumentation that the property of completeness is
achieved for the system would make reference to completed
HARA or HAZOP to justify the conclusion that the safety proper-
ties of a system are complete.

The intent of ISO 26262 is that the safety case should capture
both the argumentation and the work products needed to
establish confidence that “the system is safe for a given applica-
tion in a given environment.” This full potential of the safety
case can only be achieved when it is planned at the outset of a
project and updated throughout the product development pro-
cess, capturing the argument at two levels:
• The relation between evidence and claims/propositions, i.e.,

judgments, about design elements or safety properties
• The basic assumptions, or structure, of safety case argumen-

tation as described in ISO 26262
In this chapter we will provide the tools and formalism for

capturing and enabling assurance case argumentation.

7.2 A Strategy for Safety Case
Construction

To present the structure of Safety Case Logic in a graphic
form, we introduce the notation of goal structuring notation
(GSN) summarized in Fig. 7.1:

We will describe Safety Case Logic using a goal structure
with the following assumptions:
• The Item under development’s satisfaction of safety goals is

taken as the primary goal of the safety case.

2ISO 26262:2011 Road vehicles. Functional safety.
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• Safety Standards’ requirements (e.g., ISO 26262 Clauses) and
best practices are used to argue (strategy) for the inference
relationship that exists between a goal and its supporting goal
(s), that is, those subgoals whose satisfaction is sufficient, in
the sense of the standard, for satisfying the goal itself,

• Achievement of safety goals and subgoals is substantiated by
proper solutions (evidences) documented by the work
products listed in the Safety Plan or gathered from customer’s
(the entity that is the customer for the system) work products.

• Confirmation measures are included to argue correctness
with respect to formality, contents, adequacy, and complete-
ness regarding the Safety Standard’s requirements.

• Verification reviews are included to argue correctness, com-
pleteness, and consistency of work products with respect to
technical contents.
Each solution is linked to one more work products listed in

the Safety Plan or Development Interface Agreement (DIA)
documents (Fig. 7.2).

Again the primary goal of a Safety Case is to demonstrate the
satisfaction of safety goals of the Item under development.
Strategies are to be used to structure the argument that the infer-
ences that exist between a goal and its supporting goal(s) or evi-
dences are sound. These strategies typically are product-based or
process-based arguments derived from requirements in the safety
standard.

Evidence of goals’ (safety properties) achievement is obtained
through a progressive simplification of the safety properties based
on the two-dimensional decomposition into subsystems and the
logic of the standard all the way down to a set of “elementary”
safety properties whose truth can be directly derived from the solu-
tions practiced. Solutions are both product evidences and process
evidences gathered from the ISO 26262 consistent work products.

Figure 7.1 GSN terminology.
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An effective information exchange among managers and
technical people involved in the project and the facilitation of
recovery plans and problem-solving activities are further advan-
tages derived from safety cases that are incrementally devel-
oped throughout the product life cycle and circulated inside the
operative working groups in a framework that makes explicit
work products, the relevant safety properties, and the argument
that the work products provide evidence that these safety prop-
erties are true of the respective design elements.

This approach was originally developed at Fiat Powertrain
Engineering to create a safety case implementation that
demands minimal extra-effort in terms of time and resources
and is easily understandable and is flexible in applications to a
variety of projects, business models, and organizations.

This formal approach to the safety case uses process results
and work products, generated during a development process
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Figure 7.2 Strategy for a
safety case logic.
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consistent with ISO 26262, defines the broad notion of safety
properties and provides a systematic approach to managing the
inference relationship between intermediate safety properties,
the safety goals defined for that product, and the supporting
evidence that the design of the product satisfies those proper-
ties and finally satisfies the safety goals. The approach has been
elaborated and refined to achieve a safety case framework
which is project-independent, that is, depends only on the spe-
cifics of the product development plan being used.

A graphical notation is used here to represent the tree of
steps in the argument. It is derived from the Kelly and Weaver
[1] GSN. It gives an intuitive and clear representation of the
“geometry” of inference relations between safety goals and
the relevant “proofs” certifying their achievement. Finally, this
graphic representation is transformed into a formal system for
deriving “judgments” of the form “a set of work products is
evidence sufficient for concluding that a safety property is true
of a set of system elements”. This is based on the formal system
called Intuitionistic Type Theory [2], developed by P. Martin-Löf
and later used to develop tools for deriving verified computer
programs.

7.3 Decomposing the Functions of a
Safety Critical System

The functions of a system can be decomposed and the
decomposition can be represented in a tree-like structure where
the branching corresponds to the relation that the function at a
branching node is achieved or delivered using the functions at
the nodes immediately below the given function.

An approach to decomposing a formal expression for a func-
tion is based on the notion of composition of functions f(x)5 g
(h(x)). The immediate successors in the decomposition tree for f
are g and h and the immediate successors of g and h in that
tree are defined by similarly decomposing their expressions.
This approach gives a decomposition that depends on how f is
expressed and is not intrinsic to the actual function performed
by f. Function expressions are a special case of names for func-
tions and their composition, often referred to as “terms” that
are syntactic representations of functions.

We are interested in decomposing functions from the point
of view of functions as transforms, typically of some form of
energy, in the form of a verbal expression and organized hierar-
chically in levels as primary, secondary, tertiary, etc. Below is an
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example of a “damping function.” The primary is the damping
function on the left and the secondary function level consists of
“monitor nature of vibration,” “understand environment,” “miti-
gate disturbance,” etc. (Fig. 7.3).

Let us consider now the structure of the Safety Case. We can
make clear, using GSN, the kinds of properties or propositions
and the kinds of reasoning or argumentation that are involved.
If we follow the description in ISO 26262, we discover quickly
that there are a distinct set of properties associated with the
Safety Case.

3.1 Definition A property of a system s and the vehicle type v
that arises in the course of working through the Safety Case for
s and v is called a safety property.
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Figure 7.3 Example of function decomposition.
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An example of a safety property is provided in Fig. 7.4: SC
(s,v) :5 “The ,system. for the vehicle ,type. is free from
unreasonable risk”. Note that both “risk” and “unreasonable
risk” are the attributes that need definition. This definition
will be achieved by decomposing SC(s,v), successively, into
the safety properties involved and finally, using a notational
convention for safety case judgments, relating instances of
work products to the safety properties for which they are
evidence.

Recall that this is a two-dimensional decomposition in the sense
that each Safety Case proceeds both along the decomposition of
the properties being asserted of the system in question and along
the system decomposition into subsystems. An example of a system
decomposition branching is MS0 in Fig. 7.4. An example of ISO
26262 process branching is MS1 in Fig. 7.4.

There is one final concept required to understand the struc-
ture of a safety case, that of the system implementation. The
implementation of a system is the result of realizing all of
the functions required to deliver the system function(s) in the
physical components of the system.
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Figure 7.4 Safety properties.
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7.3.1 Process Argumentation
A portion of the argumentation is related to the process dic-

tated by the standard (Fig. 7.5).

7.3.2 Hazard Argumentation
The argument that all hazards have been identified, classi-

fied, and addressed in the concept, design, and implementation
of a system consists of several elements:
• All hazards are identified by analysis and a risk assessment

has been performed.
• Complete set of safety requirements has been derived for all

hazards.
• System design has taken into account all safety hazards.
• Verification measures have been taken to show correct

implementation of safety requirements.
• Assessment of functional safety measures has been

performed.
• Functional safety assessment performed.
• Validation report provided (Fig. 7.6)

Figure 7.5 Process argumentation.
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7.3.2.1 Hazard Identification

The hazard identification is accomplished by completing the
steps of the Hazard and Risk Assessment (HARA), together with
a list of operating situations for the system as well as evidence
related to the severity, exposure, and controllability of the
hazards. The flow shown in Figure 7.7 describes the elements of
the reasoning associated with this process.

7.3.2.2 Requirements Elicitation

Once the system hazards have been identified, we must pro-
vide argumentation to the effect that a complete set of safety
requirements have been derived, through the analysis and risk
assessment of the system, for all hazards (Fig. 7.8).

7.3.2.3 System Design

Once the system hazard causes have been analyzed, safety
measures have been implemented, and probabilities of random
failures are sufficiently low. We must provide argumentation to
the effect that the system design has taken into account the
identified safety hazards (Fig. 7.9).

Figure 7.6 Hazard argumentation.
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7.3.2.4 Verification Measures

Verification consists of the efforts dedicated to showing that
the requirements for a system have been implemented or are
met by the implementation of the system. In particular, safety-
related verification measures are taken to show that safety
requirements have been implemented correctly. Fig. 7.10 shows
graphically how that goal (G4) is reached through reference to:
• Corporate or organization strategy derived from the standard
• Testing
• Subgoals for the Functional Safety Case (FSC), Technical

Safety Case (TSC), and Integration Testing

7.4 Formal Reasoning for Safety Properties
Let w denote a work product, then the notion w E ψ(s,v)

represent the judgment that “the work product w evidences

Figure 7.7 Hazard identification.
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Figure 7.8 Requirements elicitation.

Figure 7.9 System design.
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that system s and vehicle type v have the property ψ.”
Judgments are not the same thing as propositions.
Propositions or assertions that are fully specified are either
“true” or “false.” Judgments are either correct or incorrect—
they capture in this context engineering judgment. What is
regarded as evidence for the truth of an assertion can change
over time, it is open ended.

The reasoning transitions in the GSN tree of a Safety Case
represent what should be thought of as the logical rules of a
standard (in this case of ISO 26262). MS0, for example,
defines a rule for deriving the judgment SC(s,v) from the
finitely many other judgments below it in the tree. In this
sense the order of the GSN tree is the “reverse” of the order of
a logical derivation. The judgment SC(s,v) is derived from the
assumptions of the rule by a single use of the rule MS0, that
is, from the judgments that there is evidence for E(s,v), Mech
(s,v) and Oth(s,v):

eAEðs; yÞ; mAMechðs; yÞ; oAOthðs; vÞ
, e;m.ASCðs; vÞ MS0

Figure 7.10 Verification measures.
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In a similar fashion, there are rules providing the deriva-
tion of each of the judgments. The judgments that appear
above the line are the assumptions of the rule, while the one
below the line is the conclusion of the rule. In future work,
we will give the complete set of Safety Case Rules consistent
with ISO 26262 as well as extend the methodology to other
system stakeholder concerns, like security and reliability and
others.

7.5 Assurance Case Logic
There are several use cases for assurance case logic (ACL).

ACL can be used to demonstrate that a given system satisfies
the assurance properties associated with a specific system
concern and captured in an existing standard, through a
detailed analysis of the system’s development work products
using that standard. ACL can also be used to derive an imple-
mentation of the system requirements, including those driven
by concerns like safety, by using assurance case logic to ana-
lyze those requirements. The ontology of assurance cases con-
sists of:
• goals/objectives and requirements (assurance properties)
• argumentation or reasoning
• evidence

An ACL is defined by providing the symbols and ways of
composing them to build expressions for key properties of a
system as well as for building expressions for the various sorts
of evidence that is regarded as sufficient to be able to conclude
that a system has one of these properties. In other words, an
ACL begins with defining the language of assurance relative to a
source of assurance like a standard or expert opinion. The
intent of this language is to be able to express the relation that
“the evidence e is sufficient to be able to conclude that a system
S has a property P in the sense of a source of assurance.”’ An
assurance case judgement has the form:

J1; . . .; JkAeAP
s1
x1

; . . .;
sn
xn

� �

which is read “from judgements J1,. . .,Jk we can derive the
judgement that evidence e is sufficient to conclude that
the property P is true of system artefacts s1,. . .,sn,” where x1,. . .,
xn are the variables in P.
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The ACL then also included the assurance case rules that
capture the principles for reasoning about or argumentation
that are embodied in that source of assurance. Consider the
assurance case strategy diagram ():

Fig. 7.11 represent inferences, individual, or compound, and
are rendered in the assurance case logic as assurance case rules:

ðRule RÞJ1; . . .; JkAeAP
s1
x1

; . . .;
sn
xn

� �

where e5, e1; . . .; en . is an encoding of evidence/solutions
e1,. . .,en and R is the inference rule of the assurance case logic,
representing strategy R, for decomposing the assurance prop-
erty P into P1; . . .;Pm.

Each instance of a source of assurance (such as standards,
best practices/consensus, formal methods, regulation, or
expert judgement) will give rise to its own assurance case
logic.

Goal P[s1, …, sn/x1, …, xn]]

Strategy R

Subgoal P1 Subgoal Pm

Solution
e1

Solution
el

Context

Assumptions
J1, ..., Jk

Figure 7.11 Assurance case
strategy diagram.
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7.6 Future Challenges
The perspective on assurance cases discussed in this chapter

include assurance of properties of the development process and
with advantage. The assurance of of a system relative to other
concerns can be approached in a similar fashion. We have
focused in this chapter on on systems that are safety critical
(the system performs or delivers a safety function). Typically
accomplishing this involves considering the development and
the manufacturing and service processes. Additionally, we need
to establish a similar level of confidence in the tools used to
provide the work products.

An example of an important challenge facing designers of
partially or fully autonomous automotive systems is the design
of system human�machine interface (HMI). As the complexity
of the functions performed by these systems increases the
focus of concerns about human involvement is changing, from
analyzing the ease with which the human provides inputs to
the system to assuring the operator’s continued engagement in
the operating situation and the system’s responses to that
situation.

The development process must deliver all of the functions of
the system reliably in order to meet the intent of the system. It
does so by endeavoring to capture that intent in requirements,
the design, development builds or preliminary implementation,
and prototypes. In this way that process acquires an understand-
ing of whether the design intent has been realized. Simulation
and prototypes, assessing the design and revealing the design
options, are assessed in terms of whether the risk to intent are
acceptable. Thus there is an overall notion of defect relative to
design intent and, specific to the safety design, defects relative to
the subset of the design related to safety critical function.

In this chapter we have presented an approach to capture
and analyze the activities/artifacts and the reasoning associated
with the design of safety critical systems, with reference to best
practices in standards like ISO 26262 for functional safety. This
formal approach makes explicit what is common to the assur-
ance practice for any safety critical system. Safety case logic is a
methodology, presented here graphically with the help of GSN,
that captures best practices of an assurance source and clarifies
and optimizes it by exhibiting its meaning at each increment of
the assurance effort.
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7.7 Conclusion
This chapter outlines by example an approach to assurance

of a concern developed to progressively create an assurance
case using a formalism that captures that which is common to
these assurance cases and that:
• Requires minimal extra-effort in terms of time and resources
• Makes easy reuse and adaptation for similar projects through

the life cycle (change) and the inclusion of “carry-over” ele-
ments of the system

• Is easily understandable thanks to the notion of safety case
logic and graphic representations (like GSN) that give an
intuitive and clear representation of the inference processes
and inference structure

• Is easily adapted for application to different projects, busi-
ness models, and organizations
The approach uses process results and work products that

are generated during a development process in a way that is
consistent with standards (such as ISO 26262) in order to suc-
cessfully represent and demonstrate the inferences that exists
between the safety goals defined for that product and the sup-
porting evidences.

From our preliminary assessment we expect a theoretical
and relatively simple extension of this assurance case logic to
any specific concern standard and technological domain (e.g.,
industry, aerospace, etc.) and, in particular, to the topic of sys-
tem security.
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Annex: Electronic Throttle Control (ETC)
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