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ABSTRACT

The traditional approach to visual road following involves reconstructing a 3-D model of the road. The model is in
a world or vehicle-centered coordinate system, and it is symbolic, iconic or a combination of both. Road following com-
mands (as well as other commands, e.g., obstacle avoidance) are then generated from this 3-D model.

Here we discuss an altemative approach in which a minimal road model is generated. The model contains only
task-relevant information (i.e., relevant to the task of road following) and a minimum of vision processing is performed
1o extract this information -- in fact, this information is in the form of visual cues represented in the 2-D image coordi-
nate system. This approach leads to rapid and continuous update of the road model from the visual data. It results in
inexpensive, fast and robust computations. Road following is achieved by servoing on the visual cues in the 2-D model,
This approach results in a tight coupling of perception and action.

In this paper, two specific examples of road following that use this approach are presented. In the first example, we
show that road following commands can be generated from visual cues consisting of the projection into the image of the
fangent point on the edge of the road, along with the optical flow of this point. Using this cue, the resulting servo loop
is very simple and fast. In the second example, we show that lane markings can be robustly tracked in real time while
confining all processing to the 2-D image plane. Neither knowledge of vehicle motion nor a calibrated camera is
required. This system has been used to drive a vehicle up to 80 km/hr under various road conditions. The algorithm runs
at a 15 Hz update rate.

1. INTRODUCTION

Autonomous visually-guided road following by a ground vehicle requires two basic steps. The first step is 1o
extract relevant road features from images taken by on-board cameras. This step involves finding road regions, road
edges and boundaries, center lines, highway lane lines, etc. in complex real-world images. The second step is to deter-
mine how to steer the vehicle (as well as how to speed up or slow down) once visual road information has been
:xtracted. Algorithms for both steps have recently been explored by many investigators [1, 2, 3, 4, 5, 6].

Most of these systems use 3-D visually-derived information when making motion control decisions. This 3-D
nformation might take the form of range points or range images, 3-D line or surface descriptions, 3-D object descrip-
ions, etc. They convert the information extracted from images into a 3-D, vehicle-centered coordinate systern, often
ligned with the ground plane. Steering, acceleration, and braking decisions are then determined in this cocrdinate sys-
em. A 3-D reconstruction is therefore performed before control decisions are made. In this paper, we discuss an alterna-
ive approach in which a minimal road model is generated. The model contains only task-relevant information (ie.,
elevant to the task of road following) and a minimum of vision processing is performed to extract this information -- in
act, this information is in the form of visual cues represented in the 2-D image coordinate system. We show that control
dgorithms can be developed which directly use observable image information represented explicitly or implicidy in the
~D image sequence. For example, the position and motion of features in the image can be used 1o determine steering
lecisions. A 3-D reconstruction is not required.

There are several advantages to this 2-D-based approach,

Fewer hypotheses, sensor measurements, and calibrations need to be performed for control when using 2-D infor-
mation rather than 3-D information. The reason is that the problem of converting 2-D image information to 3-D
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world information requires either hypotheses about the world to be made (e.g., smoothness hypotheses, lighting
hypotheses, object hypotheses), calibrations to be made (e.g., stereo calibrations, inertial navigation system calibra-
tions), or many sensor measurements to be made (e.g.., inertial navigation system measurements). This approach is
therefore simpler,

2. The approach is task-dependent, therefore only relevant information has to be extracted from the images. For
example, the road following behavior may only require information dealing with the road tangent point [7]. Other
portions of the road edge, although important for extracting the tangent point, may not be necessary as inputs to
the steering control algorithm. Each navigation behavior (e.g., road following behavior, obstacle avoidance
behavior) will, in general, need different relevans information. Such relevant information may be a set of visible or
invisible, spatial or temporal, features. Using only a small set of information from a sequence of images implies
simpler and less expensive processes.

3. The closer the relevant visual information is to raw form, the less computation is required to extract this informa-
tion. Such an approach is therefore simpler and much faster.

In this paper, we describe two specific examples of road following systems developed at NIST that use this
approach. Both examples involve extracting 2-D i ge information, which may be used direcily for road following,
without 3-D reconstruction. In the first example, it is shown that for many road following situations a sufficient road
feature (for curved, convex roads) is the tangent point on the road edge (i.c., the point on the road edge lying on an ima-
ginary line tangent to the road edge and passing through the camera) and its optical flow. In the second example, it is
shown that lane markers can be robustly extracied and tracked in real time in the 2-D image plane.

2. ROAD FOLLOWING USING THE TANGENT POINT

2.1. COORDINATE SYSTEM

The equations for this approach are defined in a coordinate system which is fixed with respect to the camera on
board the vehicle. This coordinate system is shown in Figure 1. We assume that the camera is mounted on a vehicle
(later we explain how) moving in a stationary environment. Assume a pinhole camera model and that the pinhole point
of the camera is at the origin of the coordinate system. This coordinate system is used (o0 measure angles to points in
space and to measure optical flow at these points. We use spherical coordinates (R -6—4) for this purpose, In this sysiem,
angular velocities (8 and ¢) of any point in space, say P, are identical to the optical flow values at P’ in the image
domain. Figure 2 illustrates this concept: 8 and ¢ of a point in space are the same as  and ¢ of the projected point P’
in the image domain, and therefore there is no need to convert angular velocities of points in 3-D space to optical flow.
In Figure 2 the image domain is a sphere. However, for practical purposes the surface of the image sphere can be
mapped onto an image plane (or other surface).

2.2, TWO-WHEELED VEHICLE

For our analysis, we use a theoretical two-wheeled vehicle as illustrated in Figure 3. A rigid frame of length 2m
holds both wheels. A steering wheel angle is applied to both wheels simultaneously, i.e., if one wheel is rotated by an
angle B relative to the frame, the other wheel will rotate by the same angle. The camera is mounted such that its pinhole
point is located above the front wheel center, and it rotates with the front wheel. The optical axis of the camera coin-
cides with the instantaneous translation vector (heading) of the front wheel,

The following geometrical relationship holds for the vehicle in Figure 3:

m
= — . 1
"= 'sinp m
The frame length m is wsually known. Thus the instantaneous radius of curvature r of the vehicle path can be deter-
mined by measuring the steering angle p.

Figure 4 is an overall description of the system including the spherical coordinate system, and Figure 5 is the
related top view. For convenience we chose to have the Z axis pointing down. However the same coordinate system as
described in Figure I is used here. The camera is mounted at some height above the ground and rotates with the front
wheel. The position of any point on the road can be expressed with the coordinates R ,0 and ¢, as shown in Figure 4.
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2.3. EQUATIONS OF MOTION AND OPTICAL FLOW

We have recently developed a new visual field theory that relates six-degree-of-freedom camera motion to optical
fiow for a stationary environment (8, 9]. This theory provides us with a theoretical and scientific basis for developing
constraints, control schemes, and optical low-based visual cues for road following. This section reviews this theory as it
relates to the road following problem.

First we describe the equations that relate a point in 3-D space to the projection of that point in the image for gen-
eral six-degree-of-freedom motion of the camera. Some of the equations can be found in many books, e.g., see [10].

Let the instantaneous coordinates of a 3-D point P (Figure 1) be R = (X,¥ Z)T (where the superscript T denotes
transposc), the instantaneous translational velocity of the camera be t = (U.V. W), and the instantaneous angular velo-
city of the camera be @ = (A,B,C)T. Now consider a specific motion in the instantaneous XY (¢ = 0) plane of the cam-
era coordinate system defined by:

t=(U.V,0, 2)
o =(0,0,C). 3)

This means that the translation vector may lic anywhere in the instantanous XY plane while the rotation is about the Z-
axis. It can be shown [8] that

-¥ X 0
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As mentioned earlier, § and ¢ of a point in space (i.c., the angular velocities in the camera coordinate system) are the
same as the optical flow components 8 and ¢ (Figure 2).

Consider the case where the optical flow value of @ is constant. From equation set (4), the points in space that
result from constant O (regardless of the value of ¢) form a cylinder of infinite height whose equation is

2 2 2 2 .
[x+ V.]+[r- U.J:[ V.]+[ U.]. ©)
2C+9) 2c+0)|  |2c+8)| | 2cc+9)
as displayed in Figure 6.

Figure 7 shows a horizontal section of the cylinder of Equation (5). The section is a circle that lies in the XY
plane. This plane is perpendicular to the axis of symmetry of the cylinder. The radius of the circle is

AC+0) | | 2(C+6) 2C+0) ' 2(C+8)
vector at the origin.
The meaning of Equation (5) is the following: all points in 3-D space that lie on the cylinder described by Equa-
tion (5) and which are Vvisible (i.e., unoccluded and in the field of view of the camera) produce the same instantaneous
horizontal optical flow 8. We call the cylinder on which equal flow points lie the equal flow cylinder.

2 —_—
H L4 ]+[ v ]12 and its center is at [— 4 v ] The circle is tangent to the camera translation

2.4. ZERO FLOW CYLINDERS

One of the equal flow cylinders corresponds to points in 3-D space that produce zero horizontal flow. We call this
cylinder & zero flow cylinder. The equation that describes the zero flow cylinder can be obtained by setting 6 = 0 in
Equation (5), i.e.,

v 2 U 2 v 2 U 2

[’“ ?c'] +[”- E] = [f] +[2_c'] - ©

We have shown {7] that if the Z component of the camera rotation vector @ is positive (ie., C > 0), then visible points
in the XY plane that are inside the zero flow cylinder produce positive horizontal optical flow (8 > (), while visible

points outside the zero flow cylinder produce negative horizontal optical flow (6 < 0} in the image. If ® is negative (i.e.,
C > 0) then the opposite is true.



25. CURVED ROAD FOLLOWING

In this section, we consider following along a circular road by gazing at the inner road edge. Given visual cues, a
goal of the control system is to find the steering angle. If the vehicle is already on a path that follows the road, then
only changes in steering angle are necessary, Figure 8 shows a vehicle moving around a circular road of radivs I. The
Path traversed by the vehicle is a circle of radius ». Let the unit vector 7 indicate the direction of the tangent line, a line
that contains the camera pinhole point and is tangent to the inner road edge.

We have proved in [7] that the tangent point T lies on the instantaneous zero flow cylinder if the camera orienta-
tion is fixed relative to the vehicle. This proof holds no matter what the diameter of the circular road edge. This means
that no matter how far the vehicle is from the inner road edge (Figure 9), the tangent point lies on the zero flow cylinder.
Thus the horizontal component of optical fiow of the tangent point is always zero.

In Figure 8, therefore, the optical flow & due to point T is zero. Let the distance from the vehicle to the inner road

A

edge be s, and let 8 be the positive angle to f measured from the X -axis. From Figure 8, the following relationships
hold:

! =r sin@, M
s =r-l = r(1-sin@). 8)
Differentiating Equation (7) with respect to time:

[ = 7sin® + récosd ©
where dot denotes derivative with respect to time. For a circular road, ! is constant, and thus / can be set 1o zero in
Equation (9):

0 = sind + rd cosd

F=-r & cor. (10)
When the vehicle is moving on a perfect circular path both 7 and @ are equal to zero. However, suppose the vehicle’s
path is not a perfect circle. Since r is the instantaneous radius of curvature of the vehicle motion, 7 is the rate at which

the curvature changes. Equation (10) suggests a way of controlling the vehicle motion so as to achieve a constant circular
motion. Consider the two-wheeled vehicle described above. From Equation (1), we can derive the following:

B =sin”(™). (an

Equation (11) gives a value of the steering angle P as a function of the instantaneous radius of curvamure r and the dis-
tance 2m between the two wheels, Normally the value m is known. For a more realistic vehicle (such as a four-wheeled
vehicle with front-wheel steering), some other relationship will hold.

In Equation (10), 7 is the rate at which the radius of curvature of the vehicle motion is changing. We can express
7 as a function of the steering angle B by differentiating Equation (1) with respect to time:

. —m COSE A

r sin’B B. (12)
Substituting Equations (12) and (1) into (10) and solving for 8 :

B = 6 tanB cor®. (13)

Equation (13) suggests a partial control scheme whose inputs are the current steering angle B, the current angle 0 of the
tangent Line relative to the X -axis, and the optical flow  of the tangent point. All of these inputs can be measured. The
variable being computed is the rate of change of the steering angle, 5. Equation (I13) provides the gain tanBcotr © by
which @ should be multiplied in order to get the correct change in steering wheel angle. This gain depends on the
current steering wheel angle B and the angular location © of the tangent point in the image. Note that the change in
steering control command should be the negative of the value of B derived in Equation (13).

Note that Equations (1) and (11) hold only for certain types of vehicles. Vehicles with other wheel and steering
sonfigurations will result in different expressions relating steering angle to the radius of curvature of motion. In all such
*xpressions, however, there should be a one-10-one relationship between B and r. These expressions can then be substi-
uted into Equation (10) to derive the relevant control signals, It is important to emphasize that the derivation of B takes
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into account the kinematics of the system but not the dynamics. This is also the reason why we emphasize that the con—-
trol scheme is not complete.

If the rate of change of the steering angle, B, is the only variable being controlled (as indicated in Equation (13)),
then in practice the vehicle may not maintain a constant distance from the edge of the road. Therefore, in addition to
Equation (13), Equation (8) can also be used to control the vehicle to achieve a constant circular motion. Substituting
Equation (1) into (8) and solving for B:

B = sin”'[ " (1-sin6)]. (14)

Equation (14) suggests a partial control scheme whose inputs are the measured angle 9 of the tangent line relative to the
X -axis, the desired distance s of the vehicle from the inner road edge, and the distance 2 m between the front and rear
wheels. The variable being computed is the steering angle B.

The control signals (B and ) and partial control schemes suggested above assume that the road is circular, that the
center of curvature of the desired vehicle path coincides with the center of curvature of the circular road, and that the
road is planar. It is also assumed that the tangent point (in the image) can always be determined, and that the vehicle
heading coincides with the camera optical axis. The main significance of this approach is that (1) it shows that the
tangent point and its optical flow are important visual control signals for road following, and that potentially they are
sufficient to achieve road following, (2) a tight perception-action loop is possible for road following which is simple and
therefore computationally inexpensive, (3) image information can potentially be used directly as input into a control algo-
rithm, (4) only a few measurements may be needed to control the vehicle, (5) the approach is independent of the speed
of the vehicle, (6) it is independent of the camera height above the road, and (7) only a very small portion of the image
= the portion around the tangent point -- may need to be analyzed, in principle. (Of course, item (7) may not be true in
practice since larger portions of the road may have to be extracted in order to reliably find the tangent point.)

3. ROAD FOLLOWING BY TRACKING LANE MARKERS

This section describes an approach to tracking and extracting road lane markers which uses only 2-D image infor-
mation. The approach involves updating a 2-D road model using a recursive estimation formulation. In this formulation,
cach image carries a weight based on the confidence in that image data. Under this formulation, an image in which the
lane markers are clearly visible will carry more weight than an image in which lane markers are less visible. This pro-
duces graceful behavior when lane markers are momentarily absent or obscured.

In our approach, we represent the road by a 2D model in the image plane as opposed 10 a full 3D model. With this
representation, the model is directly estimated from the image without any intervening geometric transformations. Other
approaches transform the detected features from 2D to 3D and update a 3D road model. The 3D road model is then
backprojected into 2D and used to search for features in the next image. The problem with these approaches is that these
transformations are never exact. They produce errors because they depend on camera calibration and approximations (the
small angle approximation, the flat road assumption, linearization of non-linear models). By representing the model in
2D, these sources of error are avoided.

The 2D representation also simplifies the geometric road model update computation. This representation allows
both spatial and temporal information to be combined in one simple recursive estimation formulation instead of separate
estimates of spatial and tempaoral model parameters.

Further advantages of our approach are that

no terrain mode! is required,

Do camera calibration is required,

knowledge of camera motion (i.e., translation and rotation parameters) are not required, and
the method is simple, fast, and robust.
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i.1. OVERVIEW
The road following algorithm involves three successive stages of computation:
)  Edge extraction - Extracting edge point position and orientation.
1 Data association - Determining which edges most likely correspond with each lane marker,



3)  Model update - Updating the lane marker models.

This sequence of operations is repeated for each new image. Video imagery from a camera mounted above the cab of the
vehicle provides the input to Stage (1) (Figure 10). Stages (2) and (3) interact with a geometric model of the road, Stage
(2) attempts to associate the extracted edge points obtained from stage (1) with the models. Stage (3) updates the models
using the edge points associated with each lane marker. Further details on this algorithm may be found in [11].

3.2. LANE MARKER MODELS

Both the left and right lane markings in the lane of travel are modeled. These markings correspond to the white or
yellow lines painted on the road. These lines are either solid or striped (Figure 11).

Each of these lane boundaries is modeled by a second order polynomial in the image plane:
X = @ Hasy+ay’ (15)

The parameters a,,a2.45 govemn the shape and position of the lane marker model. The endpoints of each lane marker
model are given by the intersection of the model equation with the boundary of the window of interest.

3.3. INITIAL CONDITIONS

The algorithm requires an initially approximate model of the lane markers before tracking can begin, This initial
model is established by a teleoperator who manually positions the models to align them with the appearance of the lane
markers in the image. On the visual display, the lane marker models are represented to the teleoperator as graphic over-
Iays on the live video image. In this way, the teleoperator establishes the initial values of the parameters a,.2,4, in
Equation (15) for both lane marker models.

34. EDGE EXTRACTION

In the first processing step, edge extraction is performed on the input scene (stage (1) in Figure 10). For every
point in the image, edge magnitude and edge orientation are computed using a 3x3 spatial gradient operator. At this
stage, no effort is made to distinguish lane marker edges from other edges present in the input image.

To reduce the amount of data processed by the data association algorithm (stage (2) in Figure 10), all edges that
fall outside a window of interest are excluded. This window of interest is chosen to include the entire portion of the visi-
ble road but to exclude, as much as possible, the rest of the image (e.g. the hood of the vehicle, trees, grassy shoulders,
houses, etc.). Figure 12a is a typical image of a road viewed from a camera mounted on the vehicle. Figure 12b is a win-
dow of interest. Figure 12¢ represents the results of masking the original road scene with the window of interest. During
execution, the lateral position of the window of interest shifts in order 1o keep it centered on the road. In addition to
centering, the shape of the window of interest changes as a function of the current road curvature, Currently, seven
masks are used: one mask representing zero road curvature (Figure 12b), three masks representing increasing road curva-
ture to the left, and three masks representing increasing road curvature o the right. Our mask selection algorithm changes
masks when one of the lane marker models intersects either of the vertical boundaries of the current mask,

3.5. DATA ASSOCIATION

The raw edges in each image are produced by various visual entities including lane markers, shadows, pot holes,
cracks, and other vehicles. A data association algorithm is used to determine which of these raw edges are likely to be
agsociated with each lane marker and w discard those edges that do not seem to be associated with either lane marker.
The data association algorithm compares cach edge pixel to the model of each lane marker. An edge pixel must satisfy
two criteria to be associated with a lane marker. The first is two-dimensional spatial proximity of the edge point to the
model. The second is similarity of direction of the edge point with the angular orientation of the model.

To facilitate this process, the polynomials representing each lane marker are each approximated by a set of con-
secutive line segments. The conglomerate of these lines is used as the model in the data association procedure.

3.6. LANE MARKER MODEL UPDATE

Each of the two polynomial lane marker models is updated independently. The parameters of each model, a,.a 2.3
in Equation (15), are updaied by an exponentially weighted recursive least squares computation [12] using the edge
points that have been associated with that lane marker,
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It should be emphasized that in this estimation method, the estimated model parameters are based not just on the
current image, but on data acquired over the entire sequence of previous images. The edge data from any one image
alone may not be sufficient to obtain an accurate model of the lane markers. This data may be contaminated by noise or
incorrect data associations, or the edges due to actual lane markers may be 100 weak to be detected. In any case, the esti-
mate of a lane marker model can be improved by using data over a sequence of images.

The success of exponentially weighted recursive least squares is based on the assumption that the appearance of the
road changes gradually over a sequence of images. There are, however, limits at which the assumption of continuity fails,
Therefore, a compromise must be achieved between robustness and responsiveness by the relative weighting of new data
with respect to older data. If new data are weighted relatively heavily, the algorithm will be very responsive to changes
m the road. The algorithm will also be more susceptible to the ill-effects of outliers and sparse data. On the other hand,
if new data are weighted less heavily, the algorithm will be more robust in the presence of outliers, but more inert in
responding to actual changes in the image of the road.

In exponentially weighted recursive least squares, the temporal weighting of data is controlled by specifying the
value of the exponential weighting factor, A (also called the forgetting factor). The weight assigned to data from each
image is:

A" 00<2<10 (16)

where n is the current time and m is the time the image was sampled. For example, if A = 0.5, all edge points in the
current image, m = n, have a weight of 1.0. All edge points in the image read at time m = n~1 have a weight of 0.5;
edge points from time m = n-2 have a weight of 0.25, etc.

Lane markers are physically constrained by constant road width in the ground plane. This translates to a fixed
separation in the image plane if the elevation changes as a linear function of distance along the road.

If sufficient data are matched to both lane markers, the two lane markers are treated independently. However, a
road width constraint is used when the lane marker data are sparse for one lane marker and strong for the other lane
marker. This constraint is designed 1o handle the situation where one lane marker momentarily disappears. Currently a
road width constraint is applied when the number of edge points associated to the weaker lane marker is under a
predefined threshold and the stronger lane marker exceeds the threshold.

3.7. LANE MARKER TRACKING PERFORMANCE

Our algorithm has been used as part of a complete system to drive an autonomous vehicle, a High Mobility Mul-
tipurpose Wheeled Vehicle (HMMWYV) [13]. Autonomous driving has been demonstrated on both local roads and high-
ways at speeds up to 80 km/hr, The algorithm has performed well in the presence of non-ideal road conditions including
gaps in the lane markers, sharp curves, shadows, cracks in the pavement, wet roads, rain, dusk, and nighttime driving.
The algorithm runs at a sampling rate of 15 Hz and has a worst case processing delay time of 150 milliseconds. It runs
on a dedicated image processing engine and a VME-based microprocessor system.

4. CONCLUSION

We have presented an approach to road following in which a minimal road model is generated. The model contains
only task-relevant information and a minimum of vision processing is performed to extract this information. This
approach leads to rapid and continuous update of the road model from the visual data. It results in inexpensive, fast and
robust computations.

Two specific examples of road following that use this approach have been presented, The first involves generating
road foliowing commands from visual cues consisting of the projection into the image of the tangent point on the edge of
the road, along with the optical flow of this point. The second involves tracking lane markings in real time. Both confine
all processing to the 2-D image plane.
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Figure 12a. Road scene. Figure 12b. Window of interest, Figure 12c. Masked road scene.
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